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Abstract—In many audio processing tasks, such as source sepa-
ration, denoising or compression, it is crucial to construct realistic
and flexible models to capture the physical properties of audio sig-
nals. This can be accomplished in the Bayesian framework through
the use of appropriate prior distributions. In this paper, we de-
scribe a class of prior models called Gamma Markov random fields
(GMRFs) to model the sparsity and the local dependency of the en-
ergies (i.e., variances) of time–frequency expansion coefficients. A
GMRF model describes a non-normalised joint distribution over
unobserved variance variables, where given the field the actual
source coefficients are independent. Our construction ensures a
positive coupling between the variance variables, so that signal en-
ergy changes smoothly over both axes to capture the temporal and
spectral continuity. The coupling strength is controlled by a set
of hyperparameters. Inference on the overall model is convenient
because of the conditional conjugacy of all of the variables in the
model, but automatic optimization of hyperparameters is crucial to
obtain better fits. The marginal likelihood of the model is not avail-
able because of the intractable normalizing constant of GMRFs. In
this paper, we optimize the hyperparameters of our GMRF-based
audio model using contrastive divergence and compare this method
to alternatives such as score matching and pseudolikelihood max-
imization where applicable. We present the performance of the
GMRF models in denoising and single-channel source separation
problems in completely blind scenarios, where all the hyperparam-
eters are jointly estimated given only audio data.

Index Terms—Audio modeling, contrastive divergence, de-
noising, Gibbs sampling, Markov random fields, pseudolikelihood,
score matching, single-channel source separation.

I. INTRODUCTION

C ONSTRUCTING realistic and flexible models that cap-
ture the physical properties of audio signals is of great im-

portance in many audio processing tasks, such as source separa-
tion, denoising, or compression. In a Bayesian framework, this
requires development of appropriate prior distributions. Once a
probabilistic model is constructed, many audio processing tasks
can be solved, at least in principle, as inference problems. How-
ever, constructing useful models that are physically realistic,
generic, flexible, and at the same time computationally light is
an art.
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A. Time–Frequency Representations

In audio modeling, the main trend is working with linear
time–frequency representations. Such representations describe
the behavior of the spectral content of a signal in time, thus
provide a more efficient means to analyze real-world signals
with time varying spectra. Modified discrete cosine transform
(MDCT), short-time Fourier transform (STFT), Gabor trans-
form, and wavelet transform are popular examples of such linear
time–frequency representations. In these representations, a time
series for is represented as a linear combination
of basis functions

where the time–frequency indices are denoted by . In this no-
tation, each time–frequency index is a tuple , where

is the frame number and is the
frequency bin. The expansion coefficients are denoted by .

1) Sparsity and Structure: A typical property of time–fre-
quency representations of natural audio signals is that the coef-
ficients are sparse, i.e., only a small number of the coefficients
have high magnitudes, the rest being close to zero [1]–[3]. In ad-
dition to this, the coefficients with high magnitudes are not inde-
pendently distributed over the spectrogram but they form clus-
ters. This means that adjacent coefficients in the time–frequency
lattice have dependency among each other. More specifically, in
audio signals with tonal components such as the recordings of
musical instruments, there is high amount of dependency be-
tween the coefficients along the time axis at the harmonics of
the fundamental frequency. The onset of the musical notes may
include transients or an adjustment period due to the properties
of the instrument. Percussive sounds are composed mainly of
transients and fast decaying components. The time–frequency
representations of signals containing such transients have strong
dependency along the frequency axis because of the simulta-
neous activation of a range of frequencies. Time–frequency co-
efficients of speech signals tend to have continuity along both
axes, having clusters of high magnitude around formant fre-
quencies.

2) Examples of Audio Processing Tasks: In many audio pro-
cessing tasks, such as source separation, denoising (noise reduc-
tion), interpolation, etc., we have some observed signals, and
try to estimate the underlying sources, . For example, in the
denoising problem there is one observation signal, , which is
the recording of an original source signal, under noisy condi-
tions
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The noise here is additive, independent white noise
. The counterpart of this problem in the time–fre-

quency representation is the same when the transformation is
orthogonal (MDCT, orthogonal wavelets)1

with .
In the estimation of the source signals in denoising, the

system is underdetermined unless the noise parameters, or
more precisely, exact values of noise random variables are
known. That means many solutions that are compatible with
the underlying model exist. In source separation problems
with more sources than observations this is clearly the case.
So, a means of regularization is needed to limit the number
of solutions. For example, to ensure the sparsity of the source
coefficients, solutions may be penalized according to their
magnitudes, but, this does not guarantee that the reconstructed
sources will be without artifacts and sound natural. Moreover,
other properties of real world signals, such as the dependency
among time–frequency coefficients explained above, are diffi-
cult to be used to constrain the solutions.

B. Bayesian Paradigm and Computational Problems

Bayesian paradigm provides to a natural way to incorporate
our prior beliefs into the solution. In crude terms, we start with
our prior belief and update our belief into a posterior with the
arrival of data. More formally, we infer the posterior distribution
of the sources , which is, by Bayes theorem, given by

The observation model, , describes how the observed
data is generated given the sources, , and the model param-
eters, . The observation model also defines the likelihood
of the source coefficients and the model parameters. By maxi-
mizing the marginal likelihood we
find the most likely values of source coefficients that might have
generated the observed signals, but, as we discussed in the pre-
vious paragraph, the system is underdetermined and it is not pos-
sible to obtain a unique solution by maximum likelihood since
the observation model gives the same likelihood value [4] for
various coefficient values. Thus, we have to add what we know
or believe about the sources and parameters into the model: A
prior distribution for the sources with source parame-
ters and prior distributions for the model and source param-
eters ( and ) with hyperparameters and

. The normalization term is the marginal likelihood
(evidence) of the observed signals under the complete set of
hyperparameters . Although evaluation of the marginal
likelihood can be avoided during the inference, it needs to be
evaluated or approximated when the optimization of the hyper-
parameters will be accomplished through maximum likelihood.

1In this paper, all the problems are stated in MDCT domain. From now on,��
will not be used to differentiate time–frequency coefficients

In the audio source models we mentioned, the marginal likeli-
hood is intractable but can be approximated by stochastic
simulation or analytic lower bounding methods.

C. Previous Work

When assumed to be a priori independent, time–frequency
domain coefficients of audio sources are shown to be better
modeled with heavy-tailed distributions [1]–[3]. In source sep-
aration literature, specific proposals include mixture of Gaus-
sians [5], [6], Laplace [7], [8], alpha-stable distributions [9],
and Student- distribution [3], [10]. These distributions can be
defined in a hierarchical manner as a scale mixture of Gaus-
sians (SMoG): . has a fairly
simple form: a zero mean Gaussian with variance which has
its own prior distribution . SMoG distributions are a large
family of heavy tailed distributions, with every prior distribution

leading to a different instantiation: e.g., inverse gamma
(Student- ), exponential (Laplace); see the sequence of publica-
tions [11]–[13] for a systematic treatment of this model class.

It is possible to define more realistic prior distributions by in-
troducing dependencies between source coefficients. One way
to accomplish this is by coupling the prior variances. In [4], and
[14]–[16], discrete Markov chains and Markov random fields
are used to put a dependency structure on indicator variables
which are used for the selection of source variables. Selected
variables have a Student- distribution, while the rest are set to
zero. In [17], variances of the source coefficients are directly
coupled through Gamma Markov chains and Gamma Markov
random fields. A Gamma chain is an alternating chain of vari-
ables with Gamma and inverse Gamma priors conditioned on
the previous variable.

In this paper, we model the variances of audio source coef-
ficients using Gamma Markov random fields (GMRFs). This
model ensures positive correlation between the variance vari-
ables, so the energy in the time–frequency domain is slowly
changing. In addition, all the variables in the model have full
conditional conjugacy, i.e., their full conditional distributions
belong to the same probability distribution class as their priors.
So, inference on the variables in the model can be efficiently
fulfilled using the Gibbs sampler [18] or variational Bayes [19].

One difficulty with this source model is that the hyperpa-
rameters of the model, that determine the degree of coupling
between the variables, cannot be optimized using the standard
maximum likelihood approaches. This is due to the unknown
normalizing constant of the source model which includes a
Markov random field. There are, however, specialized opti-
mization methods designed for learning in models where the
normalizing constant is not known. In this paper, we focus on
three methods: pseudolikelihood [20] and contrastive diver-
gence [21] both of which can be seen as approximate likelihood
methods and score matching [22]. These methods were all
proposed for learning in fully observed models; we extend
the contrastive divergence method to cover latent variable
models. In our audio model, the variances of time–frequency
coefficients are modeled with GMRFs. As we model latent
variables in the source separation applications we focus on,
the hyperparameter optimization will be accomplished through
contrastive divergence. Pseudolikelihood and score matching
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are not directly applicable to models with latent variables
including our audio model, but they can be effectively used in
fully observed or marginalized GMRF models as we will show
in the experiments section.

In Section II, we give the formal definition and properties of
Gamma Markov random fields. We explain the Gibbs sampler
(and MCMC methods in general), which is suitable for the infer-
ence on the audio model we use, in Section III. Then, we explain
the optimization methods which enable learning in non-nor-
malized models in Section IV. We present audio denoising and
source separation results in Section V. The accomplishments of
this work is summarized and possible future work is explained
in Section VI.

II. GAMMA MARKOV RANDOM FIELDS

A Markov random field defines the joint probability distribu-
tion of a set of random variables based on the dependencies
encoded in an undirected graph [23]. The joint distribution is
written in terms of a set of potential functions which
map the possible assignments of the variables in a clique to
a non-negative real value

Here denotes the hyperparameters of the model and is the
normalization constant to ensure is a probability density
function

is generally analytically unavailable because the integration
over the whole set of is intractable. Even in the discrete case,
the summation is over a number of values which is exponential
in the size of . In the evaluation of conditional probabilities,
the normalizing constant is canceled out, so, it does not have
an effect on the inference of the variables, . However, in the
optimization of the hyperparameters, , of the model, we have
to evaluate because it depends on .

A Gamma Markov random field models a joint probability
distribution, , using a bipartite undirected graph which
consists of a vertex set , where partitions and
denotes the collection of variables and that are conditionally
distributed Gamma and inverse Gamma respectively. The edge
set consists of pairs representing the connection between
the variables and which is associated with the coupling
parameter . Examples of two GMRFs are given in Fig. 1.

Since a GMRF is associated with a bipartite undirected graph,
it contains maximal cliques of size two. The joint probability is
defined in terms of pairwise and singleton potentials

Fig. 1. Example GMRFs. In the GMRF on the left, all variables are dependent
on the other variables, whereas the one on the right has partitions independent
from each other.

where the pairwise and singleton potentials are defined as fol-
lows:

To understand the rationale behind this definition, let us
consider a specific example: a Gamma Markov chain (GMC)
(Fig. 2). We define the following Markov chain:

where is the hyperparameter vector and is fixed
as . Here, and denote gamma and inverse gamma
distributions respectively which are defined in the Appendix. It
is easy to see that this model is equivalent to a GMRF with the
joint density

where the normalizing constant can be evaluated analyti-
cally. In this model, the full conditional distributions of the vari-
ables are

where the index is over .
In general GMRFs, the full conditional distribution of each
variable in the field is again inverse Gamma:
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Fig. 2. Gamma Markov chain.

where is the set of variables in the Markov blanket of
, the summations are over these variables and represents

all the variables in except . is the normalizing constant
of the density function in the numerator. Similarly, ’s are con-
ditionally Gamma distributed

GMRFs are originally proposed to model the variances of the
time–frequency coefficients of audio signals so that the depen-
dency between adjoining coefficients is captured. Although we
know that there can be correlation between any pair or set of
coefficients, it is difficult to find a generic model for the full
joint density. Rather, we make use of the fact that the coeffi-
cients show a degree of persistence to change, i.e., they change
slowly. GMRFs ensure a positive correlation between the coef-
ficient variances to satisfy this property.

Another important feature of GMRFs is that the prior dis-
tributions are conditionally conjugate. A model with variables

(observed) and (latent) exhibits conditional conjugacy
[24], if the full conditional prior distribution of each variable

, is in the same class with its full conditional
posterior distribution . That means it is as easy
to draw samples from the posterior distribution with
the Gibbs sampler if the full conditionals of the prior are
in the form of standard distributions. Moreover, such models
are suitable for hierarchical expansion, e.g., by making the
current observation model a part of the prior and defining a new
observation model which preserves the conditional conjugacy.
In the next section, we will describe the Gibbs sampler and the
Markov chain Monte Carlo methods in general and how we can
perform inference on GMRFs using the Gibbs sampler.

III. INFERENCE

A. Markov Chain Monte Carlo Methods

Monte Carlo methods are computational methods to approxi-
mate expectations in which the integration (or summation) is not
analytically tractable and classical grid-based integration tech-
niques perform poorly, e.g., due to high dimensionality. The ex-
pectation of a test function, , under a target distribution,

, is estimated using a set of i.i.d. samples drawn
from the following distribution:

This estimator is unbiased and almost surely converges to the
true expectation as a result of the strong law of large num-
bers. The variance of is equal to , where is the
variance of the function

Intuitively, Monte Carlo methods perform better than nu-
merical integration techniques in high dimensions because they
make a finer representation of the areas with high probability.
However, drawing independent samples from a multidimen-
sional probability distribution is often not straightforward.

Markov chain Monte Carlo approaches are used in cases
where it is very difficult to draw independent samples from
the target distribution , but it can be evaluated up to a
normalizing constant. If an ergodic (irreducible and aperiodic)
transition kernel is constructed, the Markov chain will converge
to the target density as its invariant distribution.

The Metropolis–Hastings algorithm uses a proposal density
to generate a new sample that depends on the current

state of the Markov chain. The proposed sample is accepted with
probability

(1)

MH algorithm has an irreducible and aperiodic transition kernel
and its invariant distribution is . This algorithm allows us
to draw samples from probability distributions ,
where the normalizing constant is not known, because is
independent of and two normalizing constants in (1) are can-
celled out.

The Gibbs sampler [18] can be seen as a special case of the
Metropolis–Hastings algorithm where the proposal distribution
for the variables are their full conditionals . First a
variable ( th dimension of ) is chosen uniformly, and then
a sample for that dimension is drawn from its full conditional
density. This way we obtain a sample that differs from the pre-
vious one, only in one dimension. In this case, the acceptance
probability of a newly generated sample becomes one. When the
full conditional distributions of the model are distributions from
which efficient methods exist for sampling, it is highly conve-
nient to use the Gibbs sampler.

B. Inference in GMRFs

Let us consider the denoising scenario. The aim is to extract
the original source from the observed signal which is thought of
as the original source plus white Gaussian noise
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Our audio model assumes a GMRF prior distribution for the
variances of the time–frequency coefficients as shown in
Fig. 1(a). Conditioned on the variances, , each coefficient is
a zero-mean Gaussian

Then, full conditional distribution of a source coefficient be-
comes

This observation model is conditionally conjugate for the
GMRF. So, the full conditional distribution of each variance
variable is again inverse Gamma

The variables, which do not correspond to physical entities
but are just auxiliary variables to construct the GMRF, are not
coupled to any new variables, so they preserve Gamma full con-
ditional distributions.

In this denoising scenario, we also assume an inverse Gamma
prior distribution for the variance of observation noise

The full conditional distribution of is also inverse Gamma

Since the full conditional distributions of all variables in the
model are standard distributions, the Gibbs sampler can be
easily applied on the inference of the variables. Moreover, the
bipartite nature of GMRFs enables the simultaneous update of
all the variables in a partition. For example, variables only
depend on and can be updated using the current instantiations
of . The case is similar for and .

IV. HYPERPARAMETER OPTIMIZATION IN MRF MODELS

In this section, we review methods for hyperparameter op-
timization in Markov random field models. This is crucial for
obtaining adaptive models for audio source separation. The ex-
pectation–maximization (EM) algorithm [25] is the standard al-
gorithm for parameter estimation in the presence of latent vari-

ables. Although it is directly applicable to only some special
MRFs, it provides a general paradigm that may be incorporated
with other methods as well. It consists of two iteratively applied
steps to find a local maximum of the marginal likelihood .

• Expectation (E) step: Compute the expectation of the com-
plete log likelihood under the posterior distribution of the
latent variables, :

(2)

where represents the current values of the parameters.
• Maximization (M) step: Find the values of the parameters

that maximize the above expectation

The expectation in (2) can be evaluated analytically in some
models but generally it needs to be approximated. During the
inference of latent variables using Monte Carlo methods, this
expected complete log likelihood can be evaluated using Monte
Carlo samples drawn from the posterior of the latent variables

where denotes the number of samples. Then, the parameter
optimization is performed on this approximate expectation. This
variant of the EM algorithm is called Monte Carlo EM (MCEM)
[26].

In Markov random fields or any non-normalized model in
general, the EM algorithm or its variants like MCEM cannot
be directly applied for hyperparameter optimization because of
the intractable normalizing constant of the full joint distribu-
tion. Several methods such as the maximum pseudolikelihood
[20], contrastive divergence [21], and score matching [22] were
proposed for the estimation and optimization in non-normalized
densities. These methods are mainly proposed for fully observed
models. In the presence of latent variables, they may be incorpo-
rated within the EM fixed point iterations. Below, we will review
these methods in detail.

A. Contrastive Divergence

Contrastive divergence [21] is an approximate maximum
likelihood method based on estimating the gradient of the log-
arithm of the normalizing constant using MCMC samples.
The gradient of the log likelihood is

where is the number of observation vectors. The gradient of
can be expressed as

Although still intractable, this gradient can be estimated using
samples drawn from as it would be done in the expecta-
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tion step of an EM algorithm, denoting the value of at th
iteration:

and the maximum-likelihood solution can be sought iteratively.
Here, the samples are written as to show that they de-
pend on the current value . The computational complexity of
estimating the gradient this way is too high because the evalu-
ation of each gradient requires an MCMC, of which stationary
distribution is , to reach equilibrium.

Empirical study of Hinton [21] showed that only a few
MCMC steps (even one) is sufficient to estimate the direction
of the gradient if the Markov chain is initialized at the observed
values. This approach corresponds to minimizing the following
objective function:

which is called the contrastive divergence. In this expres-
sion, is the reconstructed data distribution after
running the MCMC for steps. Note that, ML minimizes

so that the data distribution and
the model distribution get as similar as possible. The
idea behind the contrastive divergence is to move towards the
stationary distribution without getting far away from the data
distribution, so that the variance is kept small. This leads to
an approximate ML estimator, being equal to it if the MCMC
is run for infinite steps. The terms containing the normalizing
constant in the objective function cancel out

Contrastive divergence is also applicable to latent variable
models. In a model with observed
variables and latent variables , we can define the contrastive
divergence as

where is the distribution of the variables and at
the th iteration of the Markov chain. Minimization of can
be carried out using the EM algorithm. First, the expectations
of the gradient of are evaluated with respect to
and , where represents the current value of ,
then is updated accordingly. is obtained by ap-
plying the transition kernel on the observed
data and then, and on the resulting distri-
butions times. If the observed variables and the latent vari-
ables form a bipartite graph, these transition kernels are easy
to implement. For each data vector , a sample is drawn
from . Then, the reconstructions are generated by
drawing samples from and iteratively.
If are not conditionally independent given or vice versa,
each transition kernel corresponds to a Markov chain that runs

until stationarity. For example, if latent variables are connected
to each other, to draw samples from , a Markov chain
which has this distribution as its stationary distribution should
be run.

There are mixed results about the convergence of CD. It
has been shown to be unbiased in the optimization of bivariate
Gaussian distributions [27] and Gaussian Boltzmann machines
[28]. In [27], empirical and theoretical evidences were given to
show that CD has a small bias in learning Boltzmann machines.
However, the work by Hyvärinen [29] showed that pseudolike-
lihood and CD were equivalent for Boltzmann machines and
pseudolikelihood was a consistent estimator, which implies the
consistency of CD in these models. This may be due to the
difference between the definitions of bias and consistency they
used. Yuille [30] expressed CD as a stochastic approximation
algorithm in which convergence is guaranteed under certain
conditions.

B. Pseudolikelihood

Pseudolikelihood [20] is an approximate likelihood function
based on a pseudo joint density function of the random vari-
ables. The pseudo joint density is defined as the product of the
full conditional distributions of each variable in the model

Pseudolikelihood makes the learning problem in Markov
random fields tractable, because the full conditionals do not
contain the unknown normalizing constant . Still, these
conditional densities should be normalized

But this normalization is over one variable and numerical
integration techniques, as well as Markov chain Monte Carlo
methods, can be applied to calculate this one-dimensional
integral. Besides, in many Markov random fields the integral
has an analytical solution and the variables have standard full
conditional densities.

Although it is an approximation to the likelihood, pseudolike-
lihood preserves the dependencies between variables, to some
degree, through the full conditional distributions. For some spe-
cial Markov random fields [29], [31], [32], pseudolikelihood
was shown to be consistent, i.e., maximized by the true param-
eter values when the size of the sample is infinite, but a general
consistency proof is not yet available.

C. Score Matching

Another method to estimate non-normalized densities is score
matching [22], which is based on the idea that the score func-
tions of the data and the model densities should be equal. The
score function here is the gradient of the log-density with re-
spect to the input variable
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This score function is analogous to the negative of the Fisher
score function with respect to a location parameter evaluated
at .

The objective of the method is accomplished through mini-
mizing the expected squared distance between the score func-
tions of the data and the model densities

(3)

where is the score function of the ob-
served data distribution . This quantity does not contain
the normalizing constant but still requires a non-parametric
estimator for the observed data. However, when the integrand in
(3) is expanded and partial integration rule is applied, it can be
seen that the score function of the data is not actually needed.
The resulting expression is an expectation with respect to the
data density and can be approximated by Monte Carlo
integration using the observed samples from

where denotes th observation vector, is the number of
observations, and is the size of . As goes to infinity,
converges to .

When the data are assumed to come from the model
(i.e., this is the optimal model for the data) and

there is no degeneracy in the model, score matching estimator,
, is equal to . As the sample size goes

to infinity, converges to , so the estimator that min-
imizes is consistent. However, this consistency requires
an optimization method that can find the global minimum. If
it is liable to get stuck in local minima, the overall estimator
becomes locally consistent, i.e., consistent for the subspace
around the global minimum.

V. EXPERIMENTS

This paper focuses on the optimization of hyperparameters
in GMRFs. As explained before, the probability distribution en-
coded by a GMRF contains an intractable normalizing constant
which makes maximum-likelihood estimation difficult. In this
section, we will compare three methods that deal with optimiza-
tion in non-normalized models: contrastive divergence, pseu-
dolikelihood, and score matching. It turns out that only con-
trastive divergence is directly applicable to models containing
latent variables, whereas pseudolikelihood and score matching
are originally proposed for fully observed models. This is im-
portant because our ultimate aim is to optimize the hyperpa-
rameters of a (latent) GMRF model directly from data. In an
audio processing application where the variances of source coef-
ficients are modeled with a GMRF, the variables that constitute
the GMRF are not observable. In this section, first, we will con-
duct some experiments on synthetic data in order to investigate
the consistency of contrastive divergence in simpler models and
compare its performance to maximum-likelihood, pseudolikeli-
hood, and score matching where applicable. Then, we present
results with real data.

TABLE I
SETUP FOR SYNTHETIC DATA EXPERIMENTS. IN THE EXPERIMENTS TWO

MODELS [GAMMA MARKOV CHAINS (GMC) AND GAMMA MARKOV

RANDOM FIELDS (GMRF)] ARE CONSIDERED IN THREE SCENARIOS:
FULLY OBSERVED (FO), PARTIALLY OBSERVED (PO), AND FULLY

LATENT (FL). THE ENTRIES IN THE TABLE SHOW THE OPTIMIZATION

METHODS APPLICABLE FOR THE PARTICULAR CASES

Fig. 3. Fully observed Gamma chain.

The setup of our synthetic data experiments is summarized
in Table I, where we test each algorithm for the particular sce-
narios. We include GMCs, as those are special cases of GMRFs
of which normalizing constant can be calculated analytically.
The experiments featuring GMCs enable us to compare the es-
timates of the approximate optimization methods with the max-
imum-likelihood estimates. In the general case where the max-
imum likelihood is intractable, we will compare the results to
the true hyperparameters that were used to generate the data.
We will consider three cases of these models: Fully observed
models can be optimized using all three approximate optimiza-
tion methods so we can compare the performances of these
methods. The partially observed case is suitable to judge on
the performance of contrastive divergence in case of latent vari-
ables. Partially observed GMCs and GMRFs can be marginal-
ized over the observed variables and the resulting model can be
optimized using score matching (and maximum likelihood in
case of GMCs). But, contrastive divergence is not applicable on
this marginalized model. This enables us to observe whether the
performance of CD degrades in the presence of latent variables
or not.

The case which we call fully latent is a more realistic sce-
nario where all the variables of the GMRF are latent and there
are observations conditional on the variables. At present, only
contrastive divergence can be applied to this case, we compare
its estimates to the maximum-likelihood estimates in GMCs
and to the true parameters in GMRFs. Then, we present results
of denoising and single-channel source separation experiments
where we performed the inference using the Gibbs sampler and
optimized the hyperparameters using contrastive divergence.

A. Synthetic Data Results

1) Fully Observed Models: The model in Fig. 3 is a Gamma
Markov chain with variables. The hyperparameters

determine the coupling between the variables and is
just a constant.

This model can also be interpreted as a chain-structured
GMRF with variables, and

. It is a special GMRF yet the nor-
malizing constant can be analytically calculated. However,
throughout these experiments will be treated as unknown in
order to investigate the accuracy of the approximation methods
explained in Section IV.
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Fig. 4. Optimal hyperparameter values for a fully observed Gamma chain of
length 1000. The original hyperparameter values used to generate the chain are
� � � and � � �. � is fixed at 1. (a) Log likelihood. (b) Log pseudolikeli-
hood. (c) Score values. (d) CD trajectories.

Maximum-likelihood estimation of the hyperparameters of a
Gamma chain is straightforward. The likelihood surface of a
particular chain as a function of the hyperparameters, and

, is given in Fig. 4(a). The maximum of this function, de-
picted by a plus sign (+), can be easily found using Newton’s
method. Fig. 4(b) and (c) present the pseudolikelihood and nega-
tive score distance2 surfaces, respectively. The hyperparameters
that maximize the pseudolikelihood of this model can again be
found using Newton’s method, whereas the gradient of the neg-
ative score distance has a more complicated form because the
distance already contains gradients with respect to the observed
variables. In this simple model, the hyperparameters can be op-
timized using gradient ascent, but in more complicated models,
surrogate-based optimization such as response surface methods
[34] (RSM) can be used. In Fig. 4(d), we present the optimal
hyperparameter values attained by the contrastive divergence al-
gorithm initialized with different values (paths are presented as
dashed lines and optimal values are dots). We used one-step re-
constructions of the data and a slowly decaying gain parameter,

, where is the iteration number. In this experiment,
we see that all three approximation methods converge to the true
optimum. Contrastive divergence has the simplest optimization
criterion but it needs to generate data and evaluate the gradient
for each hyperparameter setting. Moreover, the stopping crite-
rion and the gain parameter affects the convergence rate.

In Fig. 5, we present a more general GMRF. Here, we do not
know , that means the maximum-likelihood estimates are not

2Since this model constitutes a non-negative distribution, the score distance
is calculated as explained in [33].

Fig. 5. Fully observed GMRF. � � �� � � � � are the hyperparameters.

Fig. 6. Optimal hyperparameter values for a fully observed GMRF of size
50� 50. Here we decrease the number of hyperparameters to two by setting
� � � � � and � � � � � . The original hyperparameter values used
to generate data are � � � and � � �. (a) Log pseudolikelihood. (b) Score
values. (c) CD trajectories.

available. The algorithmic details of hyperparameter optimiza-
tion is similar to the previous case. Fig. 6 shows that the esti-
mates of the approximation methods are consistent with each
other and the hyperparameter values used to generate the data.

We repeated these experiments with data generated with
random hyperparameter values and compared the estimates
with these true values. In GMCs, maximum-likelihood esti-
mates are used as the true values and in general GMRFs where

is not available, the values used to generate data are treated
as the true parameters. The average of mean squared errors
(MSE) of the estimates in ten replications of ten different
experiments are presented in Table II. In the fully observed
models, all three approximation methods are successful. How-
ever, contrastive divergence has an important disadvantage: it
needs its gain parameter and stopping criterion to be adjusted.
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TABLE II
MSES OF THE ESTIMATES AVERAGED OVER TEN EXPERIMENTS. IN EACH

EXPERIMENT, DATA ARE GENERATED USING RANDOM HYPERPARAMETER

VALUES AND EACH METHOD IS RUN FOR TEN TIMES WITH DIFFERENT INITIAL

VALUES. VARIANCES OF THE ESTIMATES WITHIN THE EXPERIMENT ARE

HIGHER IN CONTRASTIVE DIVERGENCE (CD) BECAUSE OF ITS STOCHASTIC

NATURE. IN PSEUDOLIKELIHOOD (PL) AND SCORE MATCHING (SM), THIS IS

NOT THE CASE BECAUSE THEY ARE DETERMINISTIC AND THE SURFACES ARE

SMOOTH. THE TABLE SUMMARISES AVERAGES OF TEN SUCH EXPERIMENTS

Fig. 7. Partially observed Gamma chain. Black and white circles denote ob-
served and latent variables, respectively.

A general setting for these criteria may lead to early stopping
in some of the experiments, which is the cause of the high
standard deviations of contrastive divergence in the table.

2) Partially Observed Models: Now we consider the case
where are latent variables. The joint distribution is
the same as in the previous case and again we treat it as if we do
not know the normalizing constant.

Two of the approximate optimization techniques, namely,
maximum pseudolikelihood and score matching are not de-
signed for models with latent variables. However, this is not a
problem for this particular model because the latent variables
can be integrated out. The marginal model is not suitable for
sampling, so, contrastive divergence is not applied on the
marginal model but the original one. This model constitutes a
suitable platform to compare the performance of the latent vari-
able version of contrastive divergence with the other methods
which run on a marginal (so, fully observed) model.

In Fig. 8(a), the marginal likelihood surface is depicted to set
the ground truth for the case in which we suppose the normal-
izing constant is not known and optimize the hyperparameters
with approximation techniques. The pseudolikelihood of this
partially visible model is difficult to calculate. The full condi-
tionals of the marginal model cannot be evaluated analytically

But, it is possible to approximate the integral in the denominator
using numerical quadrature methods. However, the optimal hy-
perparameter values found this way diverge from the true values
as can be seen in Fig. 8(b). This may be because of inconsistency
of pseudolikelihood for this model. Although less likely, it may
be so due to approximation error. Apart from having slightly
complicated terms, score matching remains consistent for this
model. The surface of negative of the distance values versus the
hyperparameter values are depicted in Fig. 8(c). Contrastive di-
vergence suffers from early convergence in some instantiations
as can be seen in Fig. 8(d), which shows the optimization tra-
jectories obtained from different initializations.

We performed the same experiment on the partially observed
GMRF, which is based on the model in Fig. 5 with the differ-
ence that variables are latent. As we can see in Fig. 9, score

Fig. 8. Optimal hyperparameter values for a partially observed Gamma chain
of length 1000. The original hyperparameter values used to generate the chain
are � � � and � � �. � is fixed at 1. (a) Log likelihood. (b) Log pseudolike-
lihood. (c) Score values. (d) CD trajectories.

Fig. 9. Optimal hyperparameter values for a partially observed GMRF of size
50� 50. Here we decrease the number of hyperparameters to two by setting
� � � � � and � � � � � . The original hyperparameter values used
to generate data are � � � and � � �. (a) Score values. (b) CD trajectories.

TABLE III
MSES OF THE ESTIMATES AVERAGED OVER TEN EXPERIMENTS. EACH

EXPERIMENT IS REPEATED TEN TIMES WITH DIFFERENT INITIAL VALUES AND

MSES ARE CALCULATED. THE ENTRIES IN THE TABLE ARE AVERAGES OF

THESE MSES. NOTE THAT PL WAS NOT APPLICABLE TO THIS SCENARIO

matching and contrastive divergence estimates are consistent
with each other and with the true hyperparameter values that
are used to generate data, but, in general, contrastive divergence
may stop before converging to the true values, its parameters
should be adjusted well. The average mean squared errors ob-
tained from batch simulations are presented in Table III.

3) Fully Latent GMRFS With Gaussian Observations: The
model in Fig. 10 introduces new variables to the previous
model. Each is conditionally Gaussian with zero mean and
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Fig. 10. Gamma chain with Gaussian observations.

Fig. 11. Gamma chain of length 1000. The original hyperparameter values used
to generate the chain are � � � and � � �. � is fixed at 1. (a) ML trajectories.
(b) CD trajectories.

TABLE IV
MSES OF THE ESTIMATES AVERAGED OVER TEN EXPERIMENTS. IN

EACH EXPERIMENT, DATA ARE GENERATED FROM THE MODEL WITH

RANDOM HYPERPARAMETER VALUES. EXPERIMENTS ARE REPEATED TEN

TIMES WITH DIFFERENT INITIAL VALUES AND MSES ARE CALCULATED.
THE AVERAGE OF THESE MSES ARE PRESENTED IN THE TABLE.

ONLY CD CAN BE APPLIED TO THIS CASE

variance . We only observe ’s and all the variables that con-
stitute the GMC are latent.

In this model, we cannot marginalize so, we do not have
a way to optimize the hyperparameters, , using score matching
or maximum pseudolikelihood. However, contrastive diver-
gence is applicable to this case as explained in Section IV-A.
The expression for the gradient is given as

where denotes the current value of the hyperparameters,
is the distribution of -step reconstructions. The

expectation in the first term is approximated using samples
drawn from .

In Fig. 11, we compare ML and CD estimations of hyper-
parameters of a chain with . We used MCEM with
500 samples to obtain the ML solutions. CD uses similarly 500
samples and 1-step reconstructions. Although both methods are
stochastic, we observe that CD follows more distorted paths,
but the results are close to those of ML. Again, the gain pa-
rameter and the stopping criterion should be adjusted. Table IV
shows the average of mean squared errors obtained from ten
simulations. The fully latent GMRF here is again based on the
model in Fig. 5. All the variables in the GMRF are latent and
we have observations, , which are conditionally Gaussian,

.

Fig. 12. Speech recording with white Gaussian noise. The original source is
the first 8 s of “The Gift” by “The Velvet Underground” sampled at 8 kHz. (a)
Noisy audio clip. (b) Reconstructed audio clip.

B. Real Audio Experiments

We performed two types of audio experiments: denoising
with stationary and nonstationary noise, and single-channel
source separation. In these experiments, we modeled the prior
distributions of time–frequency coefficients of audio sources
with GMRFs. Inference is carried out using the Gibbs sampler
and the hyperparameters of the model are optimized using
contrastive divergence. The audio model does not make any
assumptions about the structure of the dependencies (e.g.,
vertical or horizontal) and is fully adaptive.

Throughout these audio experiments, we used audio record-
ings of 6–10 s duration and transferred them into MDCT domain
with 512 frequency bins. MDCT is an orthogonal transforma-
tion, so, denoising and source separation problems are equiva-
lent in time and transfer domains.

The first experiment is denoising where the noise is white
Gaussian. The variances of source coefficients are modeled with
a GMRF, the coefficients are zero mean Gaussians conditional
on these variances and we have the noisy observations of these
coefficients

where is the noise variance, and denotes frequency and
time indices, respectively.

During the inference using the Gibbs sampler, we run an opti-
mization step at every iterations. The objective function that
contrastive divergence minimizes becomes

in this problem. The samples drawn by the Gibbs sampler are
used to approximate the expectation in the CD gradient. Then,
one-step reconstructions for both observed and latent variables
are generated to evaluate the second term.

In Fig. 12, we present the result of a denoising experiment. On
the left, we see the spectrogram of the observed signal, which
is obtained by adding noise onto a clean speech recording in
order to be able to judge the denoising performance. The spec-
trogram of the reconstruction, i.e., the mean of that we
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TABLE V
DENOISING OF THREE ARTIFICIALLY NOISED AUDIO SIGNALS. THE SECOND

COLUMN SHOWS THE AMOUNT OF NOISE ADDED. THIRD AND FOURTH

COLUMNS CONTAIN THE RECONSTRUCTION SNRS OF THE GMC AND GMRF
MODELS, RESPECTIVELY. THE LETTERS IN THE PARENTHESES DENOTE THE

TYPE OF THE GMC USED: V FOR VERTICAL, H FOR HORIZONTAL

Fig. 13. Speech recording with nonstationary noise (1.4-dB SNR). The recon-
struction SNR is 6.4 dB. (a) Noisy audio clip. (b) Reconstructed audio clip.

Fig. 14. Speech recording with drill noise (0-dB SNR). The reconstruction
SNR is 3.2 dB. (a) Noisy audio clip. (b) Reconstructed audio clip.

infer, is depicted on the right. The reconstructed signal (by in-
verse MDCT) is clean and sounds natural, i.e., no artefacts exist.
Another thing to mention is that, the optimal hyperparameters
that were found by contrastive divergence have high vertical and
low horizontal values as one would expect looking at the spec-
trogram.

In Table V, we present the results of three denoising exper-
iments including the one above. Here, we compare the perfor-
mance of two models based on GMRFs and Gamma Markov
chains [17], [35] according to the reconstruction SNRs, the ratio
of the power of the original signal to that of the estimation
error, of their reconstructions. Two audio models can be ob-
tained using GMCs: a horizontal model to couple the variance
variables along the time frames and a vertical model to tie them
along the frequency axis. Table V shows that slightly better re-
sults are obtained by GMCs in terms of SNR, but we are inde-
cisive about the significance of these numbers, especially after

TABLE VI
SINGLE-CHANNEL SOURCE SEPARATION RESULTS

ON A MIXTURE OF GUITAR AND DRUMS

listening to the results. On the contrary, the reconstructions by
GMCs contain some artefacts, at higher frequencies in general,
that are not found in the reconstructions by GMRFs. Consid-
ering that GMC results are the best of two models (vertical and
horizontal) and hyperparameter optimization in these methods
can be successfully performed using MCEM, we can say that
the optimization of hyperparameters of a GMRF corresponds
to model selection between horizontal and vertical models. Of
course, the audio model with GMRFs is more general than these
two models, it can define a loose dependency along one axis
while stressing the dependencies along the other.

We also performed denoising in the existence of non-
stationary noise. We modeled the noise parameters with a
horizontal Gamma Markov chain. We generated noise using
this model and added onto the original signal

The result of this experiment is presented in Fig. 13. Here, the
hyperparameters of the source model are optimized using con-
trastive divergence. The Gamma chain that constitute the noise
model is a normalized model and its optimization is carried out
using MCEM as was done in [35].

With the same source and noise models, we separated drill
noise from speech. The two signals are artificially mixed, the
spectrogram of this mixed signal is given in Fig. 14(a). The hor-
izontal noise model is not sufficient for the drill noise, because
it has both horizontal and vertical dependency in its spectro-
gram. The reconstruction in Fig. 14(b) shows that at least the
horizontal components of the noise is removed.

We performed some single-channel source separation exper-
iments on music signals to separate tonal and percussive com-
ponents. We used a GMRF-based audio model for the tonal
source and a vertical GMC model for the percussion. The overall
model is similar to the one above. The hyperparameters of the
GMRF are estimated using CD. Starting from random values,
the GMRF ended up with prominent horizontal hyperparame-
ters, which is expected in a tonal source. GMC optimization is
carried out using MCEM. In Tables VI5 and VII6, we compared
the results with those in [35] where the sources are modeled with
one horizontal and one vertical GMCs.

Here, the performance criteria are the source-to-distortion
ratio (SDR), the source-to-interference ratio (SIR), and the
source-to-artifacts ratio (SAR), defined as follows [36]:

3An excerpt from “Firth of Fifth” by Genesis.
4An excerpt from “Tristram” by Matt Uelmen.
5A mixture of 6-s excerpts from “Matte Kudasai” by King Crimson and “Ter-

ritory” by Sepultura sampled at 16 kHz.
6A mixture of 8-s excerpts from “Vandringar I Vilsenhet” by Änglagård and

“Moby Dick” by Led Zeppelin sampled at 16 kHz.
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TABLE VII
SINGLE-CHANNEL SOURCE SEPARATION RESULTS

ON A MIXTURE OF FLUTE AND DRUMS

SDR

where an estimate of a source is decomposed into an allowed
deformation of the target source , interferences from the
other sources , and the artifacts due to the separation al-
gorithm .

The reconstructions of the tonal sources (denoted as )
with GMRFs are higher than the GMCs in terms of SDR
and SIR. Actually, the reconstructions are not very dif-
ferent from each other perceptually, but the GMRF results
sound more natural and without artefacts. All of the results
presented in this section can be found and listened to at
http://www.cmpe.boun.edu.tr/~dikmen/taslp09/.

VI. DISCUSSION AND CONCLUSION

In this paper, we have introduced a generic and flexible
Markov random field model to define prior structures that
capture general properties of audio signals. We modeled the
variances of time–frequency coefficients of audio signals with
GMRFs to enforce spectral smoothness. While the dependency
of adjacent coefficients across both time and frequency axes
is generally true, the strength of this dependency is not a
priori known. This fact makes the optimization of the coupling
parameters of the model crucial during the inference.

GMRFs encode non-normalised probability distributions,
so, optimization of their hyperparameters cannot be directly
carried out using a straightforward maximum-likelihood es-
timation. In this paper, we have reviewed three methods that
deal with such cases: pseudolikelihood, score matching, and
contrastive divergence. Except for contrastive divergence, these
former methods are not designed for models containing latent
variables. We compared the performances of these methods on
fully observed and partially observed GMRF models. We also
investigated the performance of contrastive divergence in fully
latent GMRFs.

We performed several source separation experiments where
the variances of source coefficients are modeled with GMRFs
and sources are assumed conditionally Gaussian. During the in-
ference, the hyperparameters are optimized using contrastive di-
vergence. The results show that contrastive divergence estimates
are consistent with our expectations and lead to successful re-
constructions, but there are some disadvantages of contrastive
divergence, as well. For example, in the case of latent variables,

at each gradient evaluation we have to run full MCMC iterations
to approximate an expectation. This makes the overall method
too costly. In addition, selection of the gain parameter and the
stopping criterion is important in the success of the optimiza-
tion. It would be better to find current optimal values at the end
of each iteration rather than evaluating the gradient. For this
reason, we will investigate more about pseudolikelihood and
score matching to adapt them to latent variable models.

Our audio model based on GMRFs captures the spectral de-
pendency of the source coefficients and is flexible such that it
can emphasize the prominent dependency structures of different
audio sources. Without any information about the nature of the
audio source, we can find the appropriate dependency model for
that source. With the audio models that define more specific de-
pendency structures, such as GMCs with vertical and horizontal
structure, a model selection step is needed. However, GMRFs
are flexible so that model selection is not needed.

Finally, it is important to note the applicability of the GMRF
model is not limited to conditionally Gaussian models as de-
scribed in this paper. For example, the model can be used to
model time varying intensities, which is key in modeling condi-
tionally Poisson sources as in Nonnegative Matrix factorization
models [37]. Hence, we believe that GMRFs are a generic and
flexible tool in the toolbox for probabilistic modeling of audio.

APPENDIX

The inverse Gamma distribution with shape parameter and
scale parameter is defined as

The Gamma distribution with shape parameter and scale pa-
rameter is defined as
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