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1. lntroduction

In this paper, fault tolerance in distributed object computing will be analyzed. Analysis is composed of following items:

•
Software Fault Tolerance

•
Distributed Object Computing (DOC)

•
Fault Tolerance Approaches in DOC

2.
Software Fault Tolerance

Software fault tolerance is the ability for software to detect and recover from a fauit that is happening or has already happened in either the software or hardware in the system in which the software is running in order to provide service in accordance with the specification. Software fault tolerance is a necessary component in order to construct the next generation of highly available and reliable computing systems from embedded systems to data warehouse systems. Software fault tolerance is not a solution unto itself however, and it is important to realize that software fault tolerance is just one piece necessary to create the next generation of systems.

In order to adequately understand software fault tolerance it is important to understand the nature ofthe problem that software fault tolerance is supposed to solve. Software faults are alİ design faults.[Storey96] Software manufacturing, the reproduction of software, is considered to be perfect. The source of the problem being solely design faults is very difterent than almost any other system in which fault tolerance is a desired property. This inherent issue, that software faults are the result of human error in interpreting a specification or correctly implementing an algorithm, creates issues, which must be dealt with in the fiındamental approach to software fault tolerance.

Current software fault tolerance methods are based on traditional hardware fault tolerance. The deficiency with this approach is that traditional hardware fault tolerance was designed to conquer manufacturing fauİts primarily, and environmental and other faults secondarily. Design diversity was not a concept applied to the solutions to hardware fault tolerance, and to this end, N-Way redundant systems solved many single errors by replicating the same hardware. Software fault tolerance tries to İeverage the experience of hardware fault toİerance to solve a different problem, but by doing so creates a need for design diversily in order to properly create a redundant system.

Design diversity is a solution to software fault tolerance only so far as it is possible to create diverse and equivalent specifications so that programmers can create software, which has different enough designs that they dont share similar failure modes. Design diversity and independent failure modes have been shown to be a particularly difficult problem though, as evidenced in [DeVale99J. The issue still remains that for a complex problem, the need for humans to soİve that problem error free is not easily solvable.

2.1 Key Concepts

Fault Tolerance

Fault tolerance is defined as how to provide, by redundancy, service complying with the specification in spite of faults having occurred or occurıing. (Laprie 1996). There are some important concepts buried within the text of this definition that should be examined. Primarily, Laprie argues that fault tolerance is accomplished using redundancy. This argument is good for errors which are not caused by design faults, however, replicating a design fault in multiple places will not aide in complying with a specification. It is also important to note the emphasis placed on the specification as the final arbiter of what is an error and what is not. Design diversity increases pressure on the specification creators to make multiple variants of the same specification, which are equivalent in order to aid the programmer in creating variations in algorithms for the necessary redundancy. The definition itself may no longer be appropıiate for the type of problems that current fault tolerance is trying to solve, both hardware and software.

Randell argues that the difference between fault tolerance versus exception handling is that exception handling deviates from the specification and fault tolerance attempts to provide services compliant with the specification after detecting a fault. [Lyu95] This is an important difference to realize between trying to construct robust software versus trying to construct reliable software. Reliable software will accomplish its task under adverse conditions while robust software will be able to indicate a failure correctly, (hopefiılly without the entire system failing.) (For more information on the definitions and differences between reliability, robustness, and fault masking see traditional reliability.)

Software Fault Tolerance, The History

Software fault tolerance is mostly based on traditional hardware fault tolerance. N-version programming closely parallels N-way redundancy in the hardware fault tolerance paradigm. Recovery blocks are modeled after what Randell discovered was the current ad hoc method being employed in safety critical software. [Lyu95] The ad hoc method used the concept of retrying the same operation in hopes that the problem would be resolved when the second try occurred. Traditional hardware fault tolerance tıied to solve a few common problems, which plagued earlier computer hardware. One of the largest problems facing computer hardware was and may still be, manufacturing faults. Another common hardware problem, whose sources may be very diverse, is transient faults. These two types of faults can generally be effectively guarded against using redundant hardware of the same type, however, redundant hardware of the same type will not mask a design fault. Recovery blocks may be a good solution to transient faults; however, it faces the same inherent problem that N-version programming does in that they do not offer (sufficient) protection against design faults. (It is possible for a limited class of design faults to be recovered from using distributed N-version programming. Memory leaks, which are a design fault, can cause a local heap to grow beyond the limits of its computer system. Using distributed N-version programming or one of its variants, it is possible that distributed heaps could run out of memory at different times and still be consistent with respect to valid data state.) [Murray98]

Software Errors (Bugs)

Software faults are most often caused by design faults. Design faults occur when a designer, (in this case a programmer,) either misunderstands a specification or simply makes a mistake. Software faults are common for the simple reason that the complexity in modern systems is often pushed into the software part of the system. It is estimated that 60-90% of current computer errors are from software faults. [Gray9l] Software faults may also occur from hardware; these faults are usually transitory in nature, and can be masked using a combination of current software and hardware fault tolerance techniques.

The current assumption is that software cannot be made without bugs. This assumption may be mostly true, but software does not have to be as traditional buggy as it is now. For example, the Tandem Guardian 90 operating system showed that for all of installed field systems, that for a period of less than a year, (specific time period not given,) that a total of 200 errors were reported; 179 of those errors were attributed to software faults. The Tandem data shows that it is not necessary for software to be inherently buggy, however, the cost and overhead for replicated processes and the time and effort spent on making software correct must be taken into account[Lee93]

2.2 Tools, Techniques, and Metrics

Metrics

Metrics in the area of software fault tolerance (or software faults,) are generally pretty poor. The data sets that have been analyzed in the past are surely not indicative of todays large and complex software systems. The analysis by [DeVale99] of various PoSIx systems has the largest applicable data set found in the literature. Some of the advantages of the [DeVale99] research are the fact that the systems are commercially developed, the systems adhere to the same specification, and the systems are large enough that testing them shows an array of problems. Still, the [DeVale99] research is not without its problems; operating systems may be a more unique case than application software; operating systems may share more heritage from projects like Berkeleys Unix or the Open Software Foundations research projects. The issue with gathering good metrics data is the cost involved in developing multiple versions of complex robust software. Operating systems offer the advantage of many organizations building their own versions ofthis complex software.

The results of the [DeVale99] and {Knight86] research show that software errors may be correlated in N-version software systems. The results of these studies imply that the failure mode for programmers is not unique, destroying a major tenant of the N-version software fault tolerance technique. It is important to remember however, the the [Knight86] research, like most other publications in this area, are case studies, and may not be an in-depth study across enough variety of software systems to be a conclusive result.

Tools

Software fault tolerance has an extreme lack of tools in order to aid the programmer in making reliable system. This Iack of adequate tools is not very different from the general lack of fiinctional tools in software development that go beyond an editor and a compiler. The ability to semi-automate the adding of fault tolerance into software would be a significant enhancement to the market today. One of the biggest issues facing the development of software fault tolerant systems is the cost currently required to develop these systems. Enhanced and functional tools, that can easily accomplish their task, would surely be welcomed in the market place.

Techniques

Recovery Blocks
The recovery block method is a simple method developed by Randell from what was observed as somewhat current practice at the time. [Lyu95] The recovery block operates with an adjudicator, which confirms the results of various implementations of the same algorithm. In a system with recovery blocks, the system view is broken down into fault recoverable blocks. The entire system is constructed of these fault tolerant blocks. Each block contains at least a primary, secondary, and exceptional case code along with an adjudicator. (It is important to note that this definition can be recursive, and that any component may be composed of another fault tolerant block composed of primary, secondary, exceptional case, and adjudicator components.) The adjudicator is the component, which determines the correctness of the various blocks to try. The adjudicator should be kept somewhat simple in order to maintain execution speed and aide in correctness. Upon first entering a unit, the adjudicator first executes the primary alternate. (There may be N alternates in a unit which the adjudicator may try.) If the adjudicator determines that the primary block failed, it then tries to roll back the state of the system and tries the secondary alternate. If the adjudicator does not accept the results of any of the alternates, it then invokes the exception handler, which then indicates the fact that the software could not perform the requested operation.

Recovery block operation still has the same dependency, which most software fault tolerance systems have: design diversity. The recovery block method increases the pressure on the specification to be specific enough to create difierent multiple alternatives that are functionally the same. This issue is further discussed in the context ofthe N-version method.

The recovery block system is also complicated by the fact that it requires the ability to roll back the state ofthe system from trying an alternate. This may be accomplished in a variety of ways, including hardware support for these operations. This try and rollback ability has the efiect of making the software to appear extremely transactional, in which only after a transaction is accepted is it committed to the system. There are advantages to a system built with a transactional nature, the largest ofwhich is the difficult nature ofgetting such a system into an incorrect or unstable state. This property, in combination with checkpointing and recovery may aide in constructing a distributed hardware fault tolerant system.

N-version Software

The N-version software concept attempts to parallel the traditional hardware fault tolerance concept of N-way redundant hardware. In an N-version software system, each module is made with up to N difierent implementations. Each variant accomplishes the same task, but hopefully in a difierent way. Each version then submits its answer to voter or decider, which determines the correct answer, (hopefully, all versions were the same and correct,) and returns that as the result ofthe module. This system can hopefully overcome the design faults present in most software by relying upon the design diversity concept. An important distinction in N-version software is the fact that the system could include multiple types of hardware using multiple versions of software. The goal is to increase the diversity in order to avoid common mode failures. Using N-version software, it is encouraged that each difterent version be implemented in as diverse a manner as possible, including different tool sets, different programming languages, and possibly different environments. The various development groups must have as little interaction related to the programming between them as possible. [Avizienis85] N-version software can only be successfiıl and successflılly tolerate faults ifthe required design diversity is met.

The dependence on appropriate specifications in N-version software, (and recovery blocks,) cannot be stressed enough. The delicate balance required by the N-version software method requires that a specification be specifıc enough so that the various versions are completely inter-operable, so that a software decider may choose equally between them, but cannot be so limiting that the software programmers do not have enough freedom to create diverse designs. The flexibility in the specification to encourage design diversity, yet maintain the compatibility between versions is a diffıcult task, however, most current software fault tolerance methods rely on this delicate balance in the specification.

The N-version method presents the possibility of various faults being generated, but successfi.ılly masked and ignored within the system. It is important, however, to detect and correct these faults before they become errors. First, the classification of faults applied to N-version software method: if only a single version in an N-version system, the error is classified as a simplex fault. IfM versions within an N-version system have faults, the fault is declared to be an M-plex fault. M-plex faults are further classified into two classes of faults of related and independent types. Detecting, classifying, and correcting faults is an important task in any fault tolerant system for long-term correct operation.

The differences between the recovery block method and the N-version method are not too numerous, but they are important. In traditional recovery blocks, each alternative would be executed serially until an acceptable solution is found as determined by the adjudicator. The recovery block method has been extended to include concurrent execution of the various alternatives. The N-version method has always been designed to be implemented using N-way hardware concurrently. In a serial retry system; the cost in time oftrying multiple aiternatives may be too expensive, especially for a real-time system. Conversely, concurrent systems require the expense of N-way hardware and a communications network to connect them. Another important difference in the two methods is the difference between an adjudicator and the decider. The recovery block method requires that each module build a specific adjudicator; in the N-version method, a single decider may be used. The recovery block method, assuming that the programmer can create a sufficiently simple adjudicator, will create a system, which is difficult to enter into an incorrect state. The engineering tradeoffs, especially monetary costs, involved with developing either type of system have their advantages and disadvantages, and it is important for the engineer to explore the space to decide on what the best solution for his project is.

Self-Checking Software

Self-checking software is not a rigorously described method in the literature, but rather a more ad hoc method used in some important systems. [Lyu95] Self-checking software has been implemented in some extremely reliable and safety-critical systems already deployed in our society, including the Lucent ESS-5 phone switch and the Airbus A-340 airplanes. [Lyu95]

Self-checking software are the extra checks, often including some amount check pointing and rollback recovery methods added into fault-tolerant or safety critical systems. Other methods including separate tasks that walk the heap finding and correcting data defects and the options of using degraded performance algorithms. While self-checking may not be a rigorous methodology, it has shown to be surprisingly effective.

The obvious problem with self-checking software is its lack of rigor. Code coverage for a fault tolerant system is unknown. Furthermore, just how reliable a system made with self-checking software? Without the proper rigor and experiments comparing and improving self-checking software cannot effectively be done.

Relationship to other topics

Fault Tolerance

Without software fault tolerance, it is generally not possible to make a truly fault tolerant system. As previously mentioned, it is estimated that 60-90% of current failures are software failures. This means, that a larger focus on software reliability and fault tolerance is necessary in order to ensure a fault tolerant system.

Hardware Fault Tolerance

Current software fault tolerance is based on traditional hardware fault tolerance, (for better or worse.) Both hardware and software fault tolerance are beginning to face the new class of problems of dealing with design faults. Hardware designers will soon face how to create a microprocessor that effectively uses one billion transistors; as part of that daunting task, making the microprocessor correct becomes more challenging. In the ftıture, hardware and software may cooperate more in achieving fault tolerance for the system as a whole.

Software Methodology

Software methodology may be one of the best ways to build in software fault tolerance. Building correct software would make large strides in system dependability.

Software fault tolerance is an immature area of research. As more and more complex systems get designed and built, especially safety critical systems, software fault tolerance and the next generation of hardware fault tolerance will need to evolve to be able to solve the design fault problem. Unlike fault tolerance practiced in any other field, the necessity to be able to design fault tolerance into the system for design faults and unexpected circumstances has never been greater. The current generation of software fault tolerance methods cannot adequately compensate for these faults. Part ofthis next generation of software fault tolerance methods will have to include an in-depth view at how to combat the increasing cost of building correct software. It will be necessary for the next generation of fault tolerance methods to be cost effective enough to be applied to the safety critical systems in which they will be necessary.

The view that software has to have bugs will have to be conquered. If software cannot be made (at least relatively,) bug free then the next generation of safety critical systems will be very flawed. Reliable computing systems, often used for transaction servers, made by companies like Tandem, Stratos, and IBM, have shown that reliable computers can currently be made, however, they have also demonstrated that the cost is significant.

Currently, the technologies used in these systems do not appear to scale well for the embedded market place. The solution may be that a networked world is indeed a better solution, in that reliable systems with humans watching over them, may be the final solution, and that ubiquitous networking to these reliable systems may solve the embedded fault tolerance issue. Another possible panacea is the evolving application of degraded performance. While degraded performance may not be the ultimate solution, or acceptable in all cases, by limiting the amount of complexity necessary, it may go a long way toward being able to create correct and fault tolerant software. In the end, a solution that is cost efïective enough to be applied to the embedded world ofcomputing systems is in dire need. As todays common appliances, including automobiles, become increasingly computer , automated and relied upon by society, software fault tolerance becomes more necessary.

3.
Distributed Object Computing (DOC)

In this part, general descriptions about DOC and its architectures will be given.

Distributed object computing is a computing paradigm that allows objects to be distributed across a heterogeneous network, and allows each of the components to interoperate as a unified whole. To an application built in a distributed object environment, and as expressed in Sun Microsystems slogan, the network is the computer. Object orientation can radically simplify systems development. Distributed object models and tools extend an object-oriented programming system. The objects may be distributed on different computers throughout a network, living within their own dynamic library outside of an application, and yet appear as though they were local within the application. This is the essence of plug-and-play software. Several technical advantages result from a distributed object environment. (1) Legacy assets can be leveraged. (2) Programmers have the ability to distribute components of an application to computers that best fit the task of each object without having to change the rest of the application using these objects. (3) Since objects appear to be local to their clients, a client does not know what machine, or even what kind of machine, an object resides on. (4) Systems integration can be performed to a higher degree. The overall technical goal of distributed object computing is clear: to advance distributed information technologies so that they may be more effıcient and flexible, yet less complex. The benefits of distributed objects are indeed solutions to the problems with existing, monolithic client/server paradigms.

Component-based development represents the industrialization of software development. When any manufacturing process evolves to the point where it can be based on pre-built components and subassemblies, product quality, quantity, and speed of delivery soar. This principle applies equally to software systems development, allowing unprecedented quality, speed of development, and highly effective change management. However, a ftındamental mindset change toward components is necessary to usher in the industrial era of software development.
COM provides the component technology for Microsoft Windows Distributed interNet Applications (Windows DNA) architecture, which enables developers to integrate Web-based and client/server applications in a single, unified architecture. Using COM, developers can create distributed components that are written in any language and that can interact over any network.

COM+ will make it even easier for developers to create software components in any language using any tool. COM+ builds on the factors that have made todays COM the choice of developers worldwide, including the following: (1) The richest integrated services, including transactions, security, message queuing and database access to support the broadest range of application scenarios. (2) The widest choice of tools from multiple vendors using multiple development languages. (3) The largest customer base for customizable applications and reusable components. (4) Proven interoperability with users and developers existing investments.

The Common Object Request Broker Archıtecture (CORBA), developed by the Object Management Group (OMG) in 1990, enables invocations of methods on distributed objects residing anywhere on a network, just as ifthey were local objects. A CORBA implementation employs Object Request Brokers (ORBs), located on both the client and the server, to create and manage client/server communications between objects. ORBS are the key to the CORBA distributed object architecture. They allow objects on the client side to make requests of objects on the server side without any prior knowledge of where those objects exist, what language they are in, or what operating system they are running on. To facilitate these requests and provide ORB interoperability, the CORBA 2.0 specification outlines a protocol named Internet Inter-ORB Protocol, which has quickly been embraced by industry leaders (IBM, Netscape Oracle).

JavaBeans, the platform-neutral component architecture for Java, has proven to be invaluable in the development of network-aware applications. ... You can make any Java class into a bean just by changing the class to adhere to the JavaBeans specification. Its up to you to decide what you want to design as a bean and what you want to design as a Java class: Its a good idea to leave all the library classes as Java classes, but graphical user interface (GUI) elements can be designed to be beans, and some beans -- such as beans on a server -- can be non-GUI-related. ... Regardless of its fiınctionality, every bean should support the following characteristics and behavior: Persistence, Visual manipulation, Introspection, Events and Customization.

Enterprise JavaBeans takes the remarkably successful JavaBeans~component architecture released in JDK 1. 1 to the next level by providing an API optimized for building scalable business applications as reusable server components. With Enterprise JavaBeans, developers can design and re-use small program elements to build powerfiıl corporate applications. These componentized applications can run manufacturing, financial, inventory management, and data processing on any system or platform that is Java-enabled.
4.
Fault Tolerance Approaches in DOC

There are 3 main approaches. They are as follows:

•
Host Level Fault Tolerance:

In this approach, all fault detection, recovery and notification activities are focused on the host application itself.

•
Process Level Fault Tolerance:

In this approach, fault tolerance activities are process-specific. It is more specialized than Host Level Fault Tolerance Approach.

•
Object Level Fault Tolerance:

It is the most specific approach in DOC. Fault Tolerance strategies are considered at Object Level. In this paper, an example approach will be analyzed.

4.1
Object Level Fault Tolerance for CORBA-based    Distributed Computing

Many development activities overdesign and develop fault tolerant functionality that could have been addressed through CORBA specific features, needlessly expending scarce project resources. Some projects incorrectly use CORBA features to implement fault tolerant requirements and find that the distributed applications didnt fiınction properly in the presence of many fault conditions.

You want your system to maintain a set pattern ofbehavior at its interface with its environment and users, according to your requirements. They dont really care how the system does it. But you must verify that it meets this goal.

Objects that represent underlying business semantics are quickly replacing disparate processes and global data constructs. Object-to-object method invocations are supplanting traditional process-oriented remote procedure calls and object-based data encapsulation is superceding local data stores. CORBA-based distribıi!ed computing architectures are becoming more prevalent in commercial and information technology development initiatives. Object-oriented middleware can be a standard interconnecting mechanism for distributed business objects.

4.1.1
Failures and Faults

A failure is an external symptom ofa fault. A system fails ifthe service it delivers to the user deviates from compliance with the system specifications. A fault is a defect with the potential to cause a failure. While it has this potential, it may never actually do so. A failure is a guarantee that a fault has occurred.
Faults are either transient or permanent. Transient faults have limited life span and may be a temporary system failure cause. They can be very difficult to detect and correct. Permanent faults can cause a non-recoverable failure in a component. These faults are the easiest type to detect and diagnose.

In real, complex systems faults can propagate; that is, interplay with other unrelated faults or failures. Dormant faults can be triggered into activity, then propagate others in a trajectory through a system.

Latent faults, undetectable because theyve never caused an observable failure, can lie in ambush until they are triggered.

4.1.2
Sefting a GoaI

The fault tolerance goal is to prevent system failure even in the presence of a fault in one or more of its subsystems or components.

System components can be made fault tolerant, but an entire system cant be fault tolerant against its own failures. That requires one or more available secondary subsystems to subsume the failed system s functionality.

4.1.3
Replication Schemes

Redundancy is vital, to support fault tolerance. This requires replication. There are three service redundancy replication schemes:

1.
Hot Backup : extra copies of a service are active, processing client requests and synchronizing internal states with every other peer service. If a primary service fails any hot backup service can become the primary service provider.

2.
Warm Backup : backup copies of a service run while the primary service is running, but dont receive or respond to client requests. The primary service periodically synchronizes its state with the warm backup services. Ifthe primary service fails, a warm backup service is elected as the new primary service. It resumes operations from the point ofthe latest synchronization.

3.
Cold Backup : no backups ofthe service are active when the primary service is running. The primary service may periodically checkpoint its state on stable storage, but doesnt synchronize with any ofthe cold backups. Upon prin~ary service failure, a cold backup is started as the new primary.
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4.1.4 System Topology

In order to support a CORBA-based distributed computing fault tolerant system, you must first understand its physical and logical topologies.

Physical Topology

Physical topology describes how nodes (i.e., processors) interconnect through physical communications channels. In distributed systems, nodes are loosely coupled, sharing neither common memory nor a clock. Ifprocesses are to communicate with each other a network is required.

In CORBA-based distributed computing environments the Bus is most popular. Processors connect to a common network with communication achieved via point-to-point protocols. The bus is composed of Object Request Brokers (ORBs) interconnected using a TCPIIP-based protocol called the Internet Inter-ORB Protocol (IIOP).

Logical Topology

Logical topology describes how processes (i.e., logical nodes) are organized to cooperat with each other. Processes sharing the execution time of a single processor are called competing concurrentprocesses. They dont achieve true parallelism since each process competes for the time on a single processor. Non-competingprocess concurrency can be achieved in distributed systems by executing processes in parallel on physically distinct processors. The figure below depicts a logical process model overlaid onto a physical processor structure. A system consists ofa set ofprocesses and logical channels between them. In this case, process a on processor A has a logical communications path to process d on processor D which transverses processor C.


[image: image2]
Each processor contains a platform specific ORB that communicates through a physical network supporting TCPIIP. IIOP is the basis for all inter-ORB communications. Messages between processes communicate directly with each using the message routing services supported by each ORB interconnected via IIOP.

4.1.5 Handling Faults

Once you know a systems topologies, you can implement schemes to handle faults. Thi requires service replication, fault detection, fault recovery (in a service object, in a host or network connection, or in a Replica Service Agent) and fault notification. .4
Service Replication

Redundancy, the key to achieving fault tolerance in distributed systems, is often achieved in a CORBA-based distributed systems using replica creation and management services distributed through an ORB bus-based topology. The following figure depicts a typical topology based on three key replication entities: the Replica Service Agent (RSA), the Replication Manager (RM), and the Factory.

[image: image3]
The Factory provides a consistent construction mechanism used in the instantiation ofthe RM and the server object. Factories are objects containing data and behaviors required to generate the RM, server object, and any other related objects and associations.

The RM detects and communicates faults in application server objects registered with it using heartbeats or polling. It notifies the RSA ofthe fault and awaits instructions about termination and subsequent recovery actions. In a distributed system, one RM active on each host monitors resident server objects. The RM also terminates faulty server objects and recovers them during fault recovery.

The RSA creates and maintains the state associated with the replication scheme (i.e., hot, warm, or standby), manages replica service querying, and handles the recover process associated with detected faults. Typically theres only one active RSA for the entire distributed system (i.e., centralized management strategy). In most cases, all RMs and server objects in the distributed system are registered with the RSA, which consolidates information into a centralized repository that it maintains. The RSA state table information is periodically saved to stable storage (i.e., checkpoint) and the RSA is itself instantiated as a fault tolerant entity.

In the example above, a client object (1) requires services from a server object. The RSA (2) identifies the appropriate server object, based on the replication state information, and
returns a server object reference to the client object. Ifthe server object doesnt exist, it creates Factories (3) that instantiate the desired server objects (4) and the associated RM (5), in accordance to the replication scheme.

Fault Detection

Fault detection is the timely ability to identify a faults existence and location. Principal in a distributed system, server process faults, network faults, and processor (host) faults must be detected.

[image: image4]
Server process (i.e., server object) faults are most often detected using heartbeats or polling. Heartbeat means the server object periodically sends a message to the RM indicating its alive and functioning normally. Concurrently, the RM periodically checks to see ifthe server object has sent its heartbeat. Ifit hasnt, the RM categorizes the object as faulty and sends a message indicating the fault to the RSA.

In polling, the RM periodically asks ifthe replica is alive and functioning normally. If no response is received, the RM categorizes the service object as faulty and sends a message to the RSA.

Process and network faults can also be detected, but not difterentiated, this way by establishing a monitoring relationship between each Replica Manger and the RSA. Detecting a fault in the RSA process, its associated host processor, or one of its many communications networks, also requires a Iimited amount ofredundancy in the RSA.

Typically, this is accomplished using chained RSA replications, as shown below. Each chained RSA (one primary located at host B and two replicas located on host A and C) periodically sends a heartbeat to one ofits neighbors and periodically polls itselfto determine ifthe neighboring RSA has sent its heartbeat. Ifnot, a fault in the RSA process, host processor, or network is assumed, and the detecting RSA initiates recovery.

[image: image5]
Fault Recovery

Restoring a single faulty object to consistent state (object rollback) can be one ofthe simplest fault tolerant services. Its as simple as instantiating a new object with a state consistent with the last checkpoint. If checkpointing is frequent, impact on operations due to information latency will be minimal.

Recovering a system composed of multiple objects, distributed or otherwise, that are collaborating is often more difficult. Distributed checkpointing requires that different objects coordinate checkpointing to achieve global consistency. Ifthey dont, cascading rollback, commonly called the Domino Effect occurs, and the system only stabilizes when it regresses to the Rollback Line.

Distributed checkpointing is timed to avoid states where the domino effect is most likely to occur. A number of approaches can be used to achieve this goal. The most common technique establishes a two-phase checkpointing scheme in which coordinated objects restrict their communications to the minimum necessary so that any rollback on one object only results in rollback to the coordinated checkpoint state.

Service Object Fault Recovery: When a registered server object fails, the RSA must identify, elect, and communicate the existence of a new primary server object. It will use the replication information in its state table to elect a new primary server object. In hot standby, the server objects state is consistent with that ofthe original primary server object and may commence operations immediately (i.e., no service time or information state latency). In warm standby, the new primary server object can also immediately placed into service, but the objects state will only be consistent with the lastcheckpoint.7 (i.e., no service time latency, but there is information state latency). For cold standby replication, the RSA needs to start a new server object and synchronize its state with the original server object at the last checkpoint (i.e., both service time and information state latency).


[image: image6]
       Host Network Fault Recovery: Recovering from loss of a service host or network connection may not only require identifying and communicating a new server object, but potentially establishing a new set ofreplication services. This is not dissimilar from recovering from a lost server object.

          
[image: image7]
Replica Service Agent Fault Recovery: Since the Replica Service Managers form a logical ring composed ofa single primary RSAs and multiple backups recovery swill fall into one oftwo scenarios: failure ofthe primary or one ofthe multiple backup RSAs. Below, a neighbor detects a fault in the primary.
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The detecting RSA must always first determine whether the fault is in a primary or backup. Ifthe fault in is the primary the detecting backup elects itself as the new primary, creates a new backup on a secondary operational host, and communicates the new ring topology to the group. Concurrently, the existing RMs will fail to establish a heartbeat with the faulty RSA in which they are registered. This communication failure is usually handled as an exception at the RM level, upon which it initiate a broadcast requesting attempting to identity ofthe current primary RSA. Once the primary is identified, the RM registers itselfwith it and continues normal heartbeat operations.

Recovery from a fault in a backup is much simpler: Replicate a new backup and insert it into the RSA ring and let normal RSA heartbeat notifications continue.

Fault Notification
Notification encompasses both communicating a fault s presence and locating replicated services. Fault Transparent redundancy implies that the client object need not be aware that it is receiving services from a replicated server object. Fault transparency in a CORBA-based distributed computing environment is achieved using Interceptors. These are optional extensions to the object request broker to allow implementing additional services. CORBA permits two types of interceptors, request-level and message-level. The former is the most frequent used in structured message notifications.

As shown below the interceptor is interposed in the invocation and response paths between a client and server object. It intercepts a client-initiated request (1) to a service object (2) and performs any pre-request preprocessing (3). Next the interceptor re-invokes the transformed request using CORBA: :Request: :invoke (4). The request is then forwarded to the requesting server objects ORB using the inter-ORB protocol ofchoice (5). Ifthere is an interceptor on the server objects ORB, the inbound request is then intercepted for additional pre-request invocation processing (6). Once complete (7), the message is passed back to the ORB (8) where it is then invoked on the server object (9). .9 Ifthe server object replies to the inbound message, the reply is post processed in a similar manner as the initial request (10 through 18).

            
[image: image9]
The power ofthe interceptor lies in its ability to transparently intercept and process object-to-object messages. In the figure below a message is transparently routed to an operable server upon notification of a fault exception.
                   
[image: image10]
First, the client requests a service from a server object located in Host A (1) and is conveyed by the ORB to server by the appropriate host. Since there is a fault in the server object, an exception is generated, returned to the client ORB, and intercepted by the interceptor (3). The interceptor, recognizing the lack of service fault, notifies the RSA ofthe exception (4). The RSA initiates recovery ofthe services and passes the new location ofthe server object back to the clients ORB interceptor (5 & 6). Upon receipt of. 10 the new primary server objects location, the interceptor forward the original request the indicated location (7). The server object processes the request (8) and returns any results to the client (9 & 10).

Because of fault transparency the client is unaware ofthat a replica server object is being used. It never changes the reference it has for the original server object. This can result in unnecessary reference update request by the interceptor ifthe client invokes further server requests. The problem can be handled in two ways: cache the service mapping or notify the client ofthe server reference change.

Caching the server object reference mapping (11) would enable the interceptor to look up subsequent requests to the same server object, thus reducing the number oftrans-ORB messages. But this introduces state to an otherwise stateless ORB. Using the interceptor to notify the client ofthe reference change would enable the ORB to remain stateless, but results in a system thats no longer fault transparent. Therefore local caching is preferred.

5. Conclusion

In this paper, general concepts about Software Fault Tolerance and Distributed Object Computing are given. Besides, different approaches to Fault Tolerance in Distributed Object Computing are analyzed and an alternative approach is stated.
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