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1. INTRODUCTION
AMD K7 is the first 7th generation PC CPU. First six generations were 8086, 80286, 80386, 80486, Pentium (AMD K5/K6) and Pentium II (AMD K6-2/K6-3). K7 is designed to operate above 500MHz. AMD K7, also known as AMD Athlon, was introduced in the first half of 1999 and its architecture forms the basis for the subsequent Athlon XP versions until the release of K8, the 64-bit AMD processor. K7’s competitor, Intel Pentium III was also released in 1999 and these two processors will be compared whenever possible throughout this report. AMD K7 is an out-of-order, 3-way superscalar x86 microprocessor with 9 independent execution pipelines, 3 units for integer execution, 3 units for address calculation and 3 units for floating point execution. Integer execution pipeline has 10 stages while floating point execution unit has 15 stages. The processor has separate 64kB instruction and 64kB data L1 caches and an integrated L2 cache controller up to interface up to 8MB of SRAM. In addition to MMX, the processor also supports a set of accelerated floating point instructions called  3DNow!. 
2.   SYSTEM BUS INTERFACE
AMD K7 uses Digital Alpha EV6 system bus interface. This is probably the most important architectural difference from the previous generations. As a result of this choice, AMD processors can no longer use the same motherboards with Intel processors. EV6 makes use of both rising and falling edges and hence, effective bus speed is doubled. This feature of EV6 provided the highest bandwidth of that time. An Athlon processor using   100MHz(x2) reached 1.60 GB/s bandwidth while a PentiumIII processor using 133MHz had 1.01 GB/s bandwidth. EV6 is scalable beyond 200MHz, giving an effective bus speed beyond 400MHz. The interface has a 72(64 + 8ECC) bit data bus, an independent address bus able to address 8 terabytes of memory and an independent snoop bus.

Besides its ease of implementation, EV6 provides low-voltage signaling for low-cost motherboard implementations. This gave rise to motherboards with onboard GeForce, Dolby and Ethernet functionalities available below $80. EV6 implements point-to-point topology with clock forwarding (Fig.1). This architecture requires more pins in multiprocessor configurations but allows the bus to run at higher speed and provides peak data bandwidth independent of the number of processors for scalable multiprocessing.
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Fig.1. The K7 connects to the chip set via a point-to-point interconnect instead of a shared bus. 
3. PROCESSOR ARCHITECTURE
Figure 2 shows the block diagram of the K7 processor. Instructions are prefetched to the instruction cache and then sent to the instruction control unit after being decoded. Here, integer and floating point instructions are sent to separate execution pipelines. Finally, the results are written to the data cache under the control of load/store unit. The following sections will explain each subblock of the architecture.

3.1.1.

Cache Architecture
L1 instruction and data caches are separate. Both data and instruction caches are 64kB, 64-bit, 2-way set associative, dual ported and have 24-entry (32-entry for data cache) L1 TLB, 256-entry L2 TLB. This bi-level transfer look aside buffer structure minimizes code and data delays when accessing physical memory. Instruction cache also stores predecode information to assist multiple instruction decoders.
In the first version of AMD K7, L2 cache was off-chip and a controller was implemented on-chip to interface up to 8MB industry standard SDR (single data rate) or DDR (double data rate) SRAMs. This controller provides full tag for 512kB cache or partial tag for larger caches. 

 SHAPE  \* MERGEFORMAT 



Fig.2. AMD K7 processor block diagram.


3.1.2.

Cache Competition between AMD and Intel

In the first half of 1999, the first version of K7 was released under the name Athlon with the following cache structure:

· 
2x64kB, 64-bit, 2-way set associative, 3 cycle latency L1 cache with 64-byte lines.
· 
512kB, 64-bit, 2-way set associative, 18 cycle latency off-chip L2 cache with 64-byte 
lines.

The first version of Intel PentiumIII, Katmai, was also in released 1999 and had the following cache structure:

· 
2x16kB, 64-bit, 4-way set associative, 3 cycle latency L1 cache with 32-byte lines.
· 
512kB, 64-bit, 2-way set associative, 21 cycle latency off-chip L2 cache with 32-byte 
lines.

Comparing these two cache architectures, it can be noted that L2 caches are similar while Athlon has four times larger L1 cache. PentiumIII’s L1 cache has higher associativity but this does not account for the fourfold size difference and the Athlon had superior cache performance. Intel recognized this fact and moved to an on-chip, 8-way set associative L2 cache with 256-bit data bus. Because of die area considerations, L2 cache size decreased to 256kB but its latency was improved to 4 cycles. The second version of PentiumIII, Coppermine, was released with this cache architecture in the same year. Although L1 cache was untouched, much faster L2 cache enabled Coppermine to outperform Athlon for certain data sizes. The next year, AMD also moved to an on-chip 256kB L2 cache with 7 cycle latency. This had 64-bit data bus and was 16-way set associative. An important change was the implementation of exclusive cache structure meaning that the data in L1 and L2 caches are different (Fig.3). With this technique, total available cache memory is 384kB while the traditional inclusive cache structure gives 256kB. Intel does not need exclusive cache structure since PentiumIII’s L1 cache is much smaller than its L2 cache.   
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Fig.3. Inclusive and exclusive L2 cache structures.


Figure 4 gives a comparison of cache memory performances of various processors. The graphs are obtained using LINPACK, a software package for linear algebra calculations. Horizontal axis is the amount of memory needed, such as the matrix to be inverted, and vertical axis is the number of FP operations per second. Each graph reaches a peak at a certain data size and then asymptotically decreases to the main memory bandwidth. By inspecting the peaking characteristics, we can comment on the cache performances of the processors. Graphs of both Athlon and Athlon Thunderbird processors reach the peak at around the size of the L1 instruction cache, 64kB. After this point, the Mflops of the Athlon decrease rapidly, meaning that the high latency 512kB L2 cache does not have an important contribution. On the other hand, PentiumIII Coppermine has a much faster L2 cache and its peak is at a larger data size. Coppermine outperforms Athlon from around 90kB data size, until its L2 cache size, 256kB, is reached. Finally, Athlon Thunderbird has a low latency 256kB exclusive L2 cache and its contribution can be clearly observed since the rapid decrease is delayed until the total of L1 data cache and L2 cache, 320kB. 
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Fig.4. Cache memory performances of various processors.


3.2.
Decoders


AMD K7 has three parallel decoders (Fig.5) that convert variable length instructions into fixed-length “Macro-Operations” and send to them to the instruction control unit (ICU). ICU is a 72-entry reorder buffer that manages the execution and retirement of all MacroOPs, performs register renaming for operands, and controls any exception conditions. The ICU dispatches the MacroOPs to the AMD Athlon processor’s multiple execution unit schedulers. PIII has a 20 entry ICU and hence, AMD’s ICU has a greater chance to find an independent instruction among 72 instructions. As a result, the Athlon has superior out-of-order execution performance.
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Fig.5. First six stages of the K7 pipeline.


3.3.
Integer and Floating Point Execution Units


AMD K7 has 3 integer execution, 3 address generation units, having one cycle throughput each, and a 15 entry integer scheduler. The integer register file is 24-entry and 32-bit. It has 9 read and 8 write ports. The processor has three independent FP pipelines, namely an adder, a multiplier and a store unit, each having one-cycle throughput. In addition to the x86 floating point instructions, these FP units execute MMX and 3D-Now! instructions. FP scheduler is 36-entry and the FP register file is 88-entry, 90bit and has 5 read 5 write ports.

Division and square root instructions are performed by multiplication iterations. The latency and throughput of these instructions are given in Table 1. Because of the structure of the algorithms used, some stages of the multiplication pipeline may be unused during DIV/SQRT iterations. ICU informs the FP scheduler in such cases so that there is sufficient time to schedule independent multiplications in the unused cycle. Another optimization is the recognition of division by an exact power of two since such a case only necessitates a reduction in the exponent. Division by exactly zero is also recognized and these two special cases take 11 cycles to complete.
Table 1. Latencies and throughputs of division and square root instructions

	Operation
	Latency/Throughput   (cycles)

	
	Single
	Double
	Extended

	DIV
	16/13
	20/17
	24/21

	Sqrt
	19/16
	27/24
	35/32



3.4.
Load/Store Unit


The 44 entry load/store unit (LSU) queues memory requests and issues them to the D-cache out of order (Fig.6). The LSU also implements data forwarding from stores to dependent loads. Figure 7 and Table 2 summarize the pipeline stages.
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Fig.6. Load/Store unit of the K7 processor.
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Fig.7. Pipeline structure of the K7 processor.
Table 2. Functions of each pipeline stage
	
	Integer
	Floating Point
	
	Integer
	Floating Point

	Stage 1
	Fetch
	Fetch
	Stage 9
	Address Generation
	Schedule Write

	Stage 2
	Scan
	Scan
	Stage 10
	Data Cache Access
	Schedule

	Stage 3
	Align1
	Align1
	Stage 11
	
	Register File Read

	Stage 4
	Align2
	Align2
	Stage 12
	
	FP execution

	Stage 5
	Early Decode (EDEC)
	Early Decode (EDEC)
	Stage 13
	
	FP execution

	Stage 6
	Instruction Decode(IDEC)
	Instruction Decode(IDEC)
	Stage 14
	
	FP execution

	Stage 7
	Schedule
	Stack Rename
	Stage 15
	
	FP execution

	Stage 8
	Execute
	Register Rename
	
	
	



3.5.
Branch Prediction


K7 performs speculative execution with the help of the dynamic branch prediction logic which is composed of the following three units:

-
A two-way, 2048-entry branch prediction table (BPT). BPT stores prediction information that is used for predicting the direction of conditional branches. PIII processor’s BPT has 512 entries.  


-
A 2048-entry branch target address table that stores target addresses of conditional and unconditional branches.

-
A 12-entry return address stack that optimizes CALL/RET instruction pairs by storing the return address of each CALL within a nested series of subroutines and supplying a return address as the predicted target address of the corresponding RET instruction.

BPT is accessed during fetch stage and prediction is made during scan stage using Smith Prediction Algorithm. A two bit up-down counter is incremented when a branch is taken and decremented otherwise. During prediction, the most significant bit is checked: if it is one, it is predicted that the branch will be taken. Misprediction penalty is 10 cycles for integer instructions and 15 cycles for floating point instructions. Correct branch prediction percentage approximately is 95% for AMD Athlon and 90-92% for Intel PentiumIII.
4.
3DNOW! TECHNOLOGY
3DNow! is a set of SIMD instructions designed to accelerate the FP-intensive multimedia applications. It can be viewed as the FP counterpart of MMX. 3DNow! instructions operate on two packed single-precision 32-bit doublewords simultaneously (Fig.8):

Dst[63:32] = Dst[63:32] op Src[63:32]

Dst[31:00] = Dst[31:00] op Src[31:00]
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Fig.8. 3DNow! packed data structure .


After significant code analysis, AMD engineers claim that there are two compelling implementation alternatives. The first one is extending MMX with 3DNow! instructions and the second one is using separate wide registers from MMX, 4-operand instruction format and support for multiply and accumulate. They conclude that anything in between requires significantly greater hardware area or complexity without providing a corresponding performance benefit. AMD chose the first alternative that achieves most of the performance benefit with significantly less area and power. Since no additional registers are used, no new states are introduced and compatibility with the existing operating systems is obtained. The second choice is implemented in PowerPC G4 under the name AltiVec. 

3DNow! technology was first implemented in the AMD K6-2 processor as a set of 21 instructions. With the release of K7, 24 new instructions are added. Instead of division and square root, reciprocal and reciprocal square root are implemented in AMD K7 since they are encountered more often in multimedia applications. MMX and 3DNow! instructions have at most 4 cycle latency (only for 3DNow! Addition and Multiplication ) and 1 cycle throughput. This is much faster than single precision FP division (13~) and square root (16~). Using 2 FP pipelines simultaneously, maximum throughput is 4 FPops per cycle. Figure 9 shows the application area of 3DNow! instructions.
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Fig.9. Stages of multimedia applications and their computational properties.
5.
PERFORMANCE COMPARISON

Figure 10 and 11 compare the integer and floating point performances of AMD Athlon and Intel PentiumIII processors respectively. Integer performance of Athlon 600 is slightly better than that of PIII while floating point performances show that the Athlon has a significant benefit. This is mainly due to the fact that the Athlon has independent floating point addition and multiplication pipelines that can be run in parallel. The up most bars of these figures show that remarkable performance improvements can be obtained with compiler and prefetch optimizations taking into account the cache memory size, as suggested by Figure 4. Finally, Figure 12 compares the performances of AMD Athlon Thunderbird and Pentium4 Willamette, the first version of P4 released in 2001. This comparison is obtained using several office, 3D graphics and game software. It can be noted that a 1.4GHz Thunderbird offers slightly better performance than a 1.7GHz Willamette. Since most of the consumers are interested in the clock frequency rather than the number of parallel pipelines and cache architecture, AMD turned its architectural advantage to a marketing strategy by naming its processors with the equivalent Pentium4 clock frequency. For example, an Athlon XP1700 processor has slightly better performance than a 1700MHz Pentium4 but its clock frequency is 1466MHz, not 1700MHz.
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Fig. 10. Integer performances of Athlon and PentiumIII processors. 
 SHAPE  \* MERGEFORMAT 



Fig. 11. Floating point performances of Athlon and PentiumIII processors.
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Fig. 12. Performance comparison of AMD Athlon Thunderbird and Pentium4 Willamette processors.
6.
CONCLUSION

Being the first 7th generation PC CPU, AMD K7 has been a major leap forward in the CPU history. Increased number of parallel execution pipelines and larger L1 cache provided both performance and cost benefits when compared to Intel PIII and started the competition that ended with today’s AMD Athlon XP and Pentium4 processors.
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