CmpE 476 Course Notes on 

TCP/IP

Network Programming

M. Ufuk Çağlayan

Department of Computer Engineering

Boğaziçi University

Bebek, Istanbul

March , 2003

Subjects To Be Covered

SYMBOL 42 \f "Symbol" \s 12 \h
UNIX interprocess communication

SYMBOL 42 \f "Symbol" \s 12 \h
Network programming  fundamentals

SYMBOL 42 \f "Symbol" \s 12 \h
Network programming examples

Further Reading (not an exhaustive list):

1.
A. Rago, UNIX System V Network Programming,


Addison-Wesley, 1993.

2.
R. Stevens, UNIX Network Programming, Prentice-Hall, 1990.

3.
E. Comer, Internetworking with TCP/IP, vol I: Principles, Protocols, and Architecture, Prentice-Hall, 1991.

4.
E. Comer & D. L. Stevens, Internetworking with TCP/IP, vol II: Design, Implementation, and Internals, Prentice-Hall, 1991.

5.
E. Comer & D. L. Stevens, Internetworking with TCP/IP, vol III: Client-Server Programming and Applications, BSD Socket Version, Prentice-Hall, 1993.

TCP/IP Network Programming
UNIX interprocess communication

/*--------------------------------------------------------------------*/

Multiprocess application in C. Written for HP-UX

    Main program to create a log file if one does not exist, and

    to create and execute a number of processes.

....M. Ufuk Caglayan

/*--------------------------------------------------------------------*/

#include <stdio.h>

#include <fcntl.h>

#include <errno.h>

#include <time.h>

char dtbuf[26];  /* date & time buffer */

char dtbuf2[21]; /* date & time buffer */

char f[12] =  "log.log";

char logmsg[80];

char buf[80], *bufp;

int  pid, fpid;

char *date();

int  logd;

main()

{

    int i, cpid;

    int status;

    pid  = getpid(); 

    fpid = getppid(); 

    bufp = buf;

    logd = open (f, O_WRONLY+O_APPEND);

    if (logd == -1) {

        if (errno == ENOENT)  /* Create the file if it does not exist */

           logd = open (f, O_CREAT+O_WRONLY+O_APPEND);


else {

           printf ("Log open error, PID%6d exiting\n",pid);

           exit(-1);

        };

    };

    wrlog("Hello, Main is alive and well, log is open");

    sprintf (logmsg,"PID of my father is %d", fpid);

    wrlog(logmsg);

    wrlog("Three processes will be created");

    for (i=1;i<=3;i++) {

        cpid = fork();

        if (cpid == 0) /* then this one is the child process */

           execl("live");

        sprintf (logmsg,"Child PID%6d is now created", cpid);

        wrlog(logmsg);

    };

    for (i=1;i<=3;i++) {

        cpid = wait(&status);

        /*sleep(5);*/

    sprintf (logmsg,"Child PID%6d exited with status=%d", cpid,status);

        wrlog(logmsg);

    };

    wrlog("Now main exits");

    close (logd);

    exit(1);

}

/*--------------------------------------------------------------------*/

/*  Child process program to sleep, wake up and write a message to a 

    log file periodically                                             */

/*--------------------------------------------------------------------*/

#include <stdio.h>

#include <fcntl.h>

#include <errno.h>

#include <time.h>

char dtbuf[26];  /* date & time buffer */

char dtbuf2[21]; /* date & time buffer */

char f[12] =  "log.log";

char logmsg[80], buf[80], *bufp, *date();

int  pid, fpid, logd;

main()

{

    int i;

    pid  = getpid(); 

    fpid = getppid(); 

    bufp = buf;

    logd = open (f, O_WRONLY+O_APPEND);

    if (logd == -1) {

       printf ("Log open error, PID%6d exiting\n",pid);

       exit(255);

    };

    wrlog("Hello, I am alive and well");

    sprintf (logmsg,"PID of my father is %d", fpid);

    wrlog(logmsg);

    for (i=1; i<=4; i++) {


sleep(5);


sprintf (logmsg,"Hello, %d th time", i);

        wrlog(logmsg);

    };

    wrlog("Now I exit");

    close (logd);

    exit(1);

}

/*--------------------------------------------------------------------*/

/*          Subprograms in file f.c */

/*--------------------------------------------------------------------*/

#include <stdio.h>

#include <time.h>

wrlog(msg)

char *msg;

{

    extern char buf[];

    extern int  pid;

    extern int  logd;

    char *date();

    int i;

    sprintf (buf,"%s PID%6d %s\n\0", date(),pid,msg);

    /* testpoint */ printf ("%s", buf);

    i = write (logd,buf,strlen(buf));

    if (i == -1) {


printf ("Log write error, exiting\n");

        exit(-1);

    };

    return(i);

}

char *date()

/*   Function to return a pointer to a char string of length

     21 bytes containing a 20 char current date and time in the

     form "JAN 31 2000 HH:MM:SS".

     The following statements to declare global 

     static date and time buffers should be placed before main().

     char dtbuf[26]; 

     char dtbuf2[21]; */

{

    extern char dtbuf[];  /* date & time buffer */

    extern char dtbuf2[]; /* date & time buffer */

    struct timeval  tp;

    struct timezone tzp;

    long time;

    gettimeofday(&tp,&tzp);

    time = tp.tv_sec;

    strcpy(dtbuf,ctime(&time));

    /* date and time format is "MON JAN 31 01:02:03 2000\n\0" */

    /* total 26 characters      123456789012345678901234 5 6  */

    dtbuf[24]='\0'; /* date & time 24 chars long in a field of 25*/

    /*testpoint printf ("Current date and time = %s\n", dtbuf);*/

    /* dtbuf2 format is        "JAN 31 2000 01:02:03\0" */

    /* total 26 characters      12345678901234567890 1  */

    strncpy(dtbuf2,dtbuf+4,7);

    strncpy(dtbuf2+7,dtbuf+20,4);

    strncpy(dtbuf2+11,dtbuf+10,9);

    dtbuf2[20]='\0'; 

    return (dtbuf2);

    /* return (dtbuf);  Full HP-UX format */

    /* return (dtbuf+4); HP-UX format without the leading day name */

}

/*---------------------- File LOG.LOG -----------------------------*/

Log Begin

Oct 12 2000 17:32:10 PID  9102 Hello, Main is alive and well, log is open

Oct 12 2000 17:32:10 PID  9102 PID of my father is 19058

Oct 12 2000 17:32:10 PID  9102 Three processes will be created

Oct 12 2000 17:32:10 PID  9102 Child PID  9105 is now created

Oct 12 2000 17:32:10 PID  9102 Child PID  9106 is now created

Oct 12 2000 17:32:10 PID  9102 Child PID  9107 is now created

Oct 12 2000 17:32:11 PID  9105 Hello, I am alive and well

Oct 12 2000 17:32:11 PID  9106 Hello, I am alive and well

Oct 12 2000 17:32:11 PID  9106 PID of my father is 9102

Oct 12 2000 17:32:11 PID  9107 Hello, I am alive and well

Oct 12 2000 17:32:11 PID  9107 PID of my father is 9102

Oct 12 2000 17:32:11 PID  9105 PID of my father is 9102

Oct 12 2000 17:32:16 PID  9107 Hello, 1 th time

Oct 12 2000 17:32:16 PID  9106 Hello, 1 th time

Oct 12 2000 17:32:16 PID  9105 Hello, 1 th time

Oct 12 2000 17:32:21 PID  9105 Hello, 2 th time

Oct 12 2000 17:32:21 PID  9106 Hello, 2 th time

Oct 12 2000 17:32:21 PID  9107 Hello, 2 th time

Oct 12 2000 17:32:26 PID  9107 Hello, 3 th time

Oct 12 2000 17:32:26 PID  9106 Hello, 3 th time

Oct 12 2000 17:32:26 PID  9105 Hello, 3 th time

Oct 12 2000 17:32:31 PID  9107 Hello, 4 th time

Oct 12 2000 17:32:31 PID  9105 Hello, 4 th time

Oct 12 2000 17:32:31 PID  9107 Now I exit

Oct 12 2000 17:32:31 PID  9105 Now I exit

Oct 12 2000 17:32:31 PID  9106 Hello, 4 th time

Oct 12 2000 17:32:31 PID  9102 Child PID  9107 exited with status=256

Oct 12 2000 17:32:31 PID  9106 Now I exit

Oct 12 2000 17:32:31 PID  9102 Child PID  9105 exited with status=256

Oct 12 2000 17:32:31 PID  9102 Child PID  9106 exited with status=256

Oct 12 2000 17:32:32 PID  9102 Now main exits
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Network Programming  Fundamentals -1

SYMBOL 183 \f "Symbol" \s 12 \h
Packet Multiplexing

-
IP can receive packets sent to many different local processes, by looking at the value of the protocol field, i.e. protocol# for TCP is 6 and for UDP, it is 17 (/etc/protocol file in UNIX).

-
Source and destination port values uniquely identify the process to send the message.

-
A TCP connection can use, without conflict, the same port number UDP is using.

SYMBOL 183 \f "Symbol" \s 12 \h
Protocol Numbers (/etc/protocol file in UNIX)



IP

0

ICMP
1


IGMP
2



GGP
3

TCP
6


PUP

12



UDP
17

SYMBOL 183 \f "Symbol" \s 12 \h
Port Numbers, a subset (/etc/services file in UNIX)


The first 1024 ports are reserved (well-known ports)



echo

7/udp

ftp


21/tcp



echo

7/tcp

telnet

23/tcp



smtp
25/tcp

hostnames
101/tcp


time

37/tcp

time


37/udp
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Network Programming  Fundamentals -2

SYMBOL 183 \f "Symbol" \s 12 \h
Transport layer interface

-
To facilitate using the transport layer interface services and transport layer protocols TCP and UDP, the existing UNIX interprocess communication (IPC) and input/output facilities are expanded and modified.

SYMBOL 183 \f "Symbol" \s 12 \h
Alternative network programming techniques

-
Berkeley sockets (very popular, starting with 4.1BSD)


The subject in this course..!

-
STREAMS programming 

- 
Starting with System V Release 3

- 
Allows system programmers to build protocol stacks easily.

-
Uses STREAMS devices and STREAMS modules that
have upsteam (read) and downstream (write) queues

-
Transport Level Interface (TLI) programming (UNIX V)

- 
Starting with System V Release 3

- 
Modeled after ISO Transport Service Definition

- 
Could use any current or future transport layer protocol

-
Remote Procedure Call (RPC) programming

-
X-Windows programming
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Berkeley Sockets

SYMBOL 183 \f "Symbol" \s 12 \h
Berkeley sockets

-
A communication end-point similar UNIX file descriptor (analogy to read/write pipe). Actually, the pair (IP number, port number) identifies a socket address.

SYMBOL 183 \f "Symbol" \s 12 \h
Client-server programming model : Basic connection-oriented logic (there is also connectionless logic)

- 
A server process starts, creates a socket, binds a network address to the socket, specifies a queue into which data requests will arrive and starts listening to connection and/or message/data requests

- 
A client process starts, creates a socket, binds a network address to the socket, makes a connection to another socket, then sends and receives messages/data.

SYMBOL 183 \f "Symbol" \s 12 \h
Peer-to-peer programming model : Basic logic

-
As above, but processes do not have specified client or server roles. They are both clients and servers.

SYMBOL 183 \f "Symbol" \s 12 \h
Well-known ports and initial connection management

-
A server process listens to client request at a known socket address. When a connection request  arrives, it allocates a new service socket, informs the client about it, then  creates a child server process that will continue the conversation with the client process, by using the service socket.
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Berkeley Sockets -2

SYMBOL 183 \f "Symbol" \s 12 \h
Berkeley socket semantics : The same as UNIX file semantics

-
Per process file table and file descriptor

-
System-wide file table (basically for file sharing)

-
Pointers to file inodes and pointers to network sockets (inode.h and socket.h respectively) 

SYMBOL 183 \f "Symbol" \s 12 \h
Berkeley socket types

-
UNIX domain (processes in the same UNIX system)

-
Internet domain (TCP/IP)

-
Xerox NS domain

SYMBOL 183 \f "Symbol" \s 12 \h
Main system calls

-
socket() to create a socket

-
bind() to assign a network address to a socket

-
listen() to set a queue length on incoming calls

-
accept() to wait for a connection

-
connect() to connect to a server socket

-
read(), write() to transfer data in connection-oriented mode

-
send(), recv(), sendto(), recvfrom(), sendmsg(), recvmsg() to transfer data in connectionless mode

-
shutdown() to terminate a connection

-
close() to destroy a socket
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Berkeley Sockets -3

SYMBOL 183 \f "Symbol" \s 12 \h
Other system calls (an incomplete list)

-
gethostbyname() and gethostbyaddr() to look up a host ip number given a hostname, or to look up a hostname given an ip number

-
getservbyname() or getservbyport() to look up a service number or service name.

-
inet_addr() to convert an IP number in dotted notation (ASCII) to a 32 bit Internet address

-
inet_ntoa() to convert a 32 bit Internet address to an IP number in dotted notation (ASCII)

-
ntohs(), ntohl() network to host byte order (16/32 bits)

-
htons(), htonl() host to network byte order (16/32 bits)

-
getsockname() to find out assigned port number

-
getpeername() to find out caller’s address and port number

SYMBOL 183 \f "Symbol" \s 12 \h
Socket addresses

-
Generic addresses



in sys/socket.h

-
Internet addresses



in netinet/in.h

-
UNIX addresses



in sys/un.h
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Berkeley Sockets -4

SYMBOL 183 \f "Symbol" \s 12 \h
Socket address declarations

-
Generic addresses


struct sockaddr {



u_short

sa_family; /* Address family, AF_xxx */



char


sa_data(14); /* Up to 14 bytes address */


};

-
Internet addresses


struct sockaddr_in {



short

sin_family; /* AF_INET */



u_short

sin_port; /* 16 bit port number */



struct

in_addr sin_addr;/* 32 bit netid/hostid*/



char


sin_zero(8); /* Unused */


};

-
UNIX addresses


struct sockaddr_un {



short

sun_family; /* AF_UNIX */



char


sun_path(108); /* Pathname */


};

SYMBOL 183 \f "Symbol" \s 12 \h
Socket system call details

-
int socket(int family, int type, int protocol);


- where family is AF_UNIX or AF_INET,


- type is :
SOCK_STREAM (stream socket, TCP)





SOCK_DGRAM (datagram socket, UDP)





SOCK_RAW ( raw socket, IP interface)


- protocol is typically set to 0 (exceptions)


- returns a small integer which is the socket descriptor sd
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Berkeley Sockets -5

SYMBOL 183 \f "Symbol" \s 12 \h
Socket system call details (continued)

-
int bind(int sd, struct sockaddr *myaddr, int addrlen);

- 
sd the socket descriptor

- 
Both connection-oriented and connectionless processes
need to register a well known address.

-
int connect(int sd, struct sockaddr *srvaddr, int addrlen);

- 
sd the socket descriptor, the rest is self-explanatory

-
int listen(int sd, int backlog);

- 
backlog specifies how many connection requests can be queued by the system while it waits for the server to execute the accept system call, usually 5

-
int accept(int sd, struct sockaddr *peer, int addrlen);

- 
accept takes the first connection request on the queue and creates another socket with the same properties as sd. Ýf there are no connection requests pending, this call blocks the caller until one arrives (could also be non-blocking)

-
int send(int sd, char *buf, int nbytes, int flags);

-
int sendto(int sd, char *buf, int nbytes, int flags,




struct sockaddr *to, int addrlen);

-
int recv(int sd, char *buf, int nbytes, int flags);

-
int recvfrom(int sd, char *buf, int nbytes, int flags);




struct sockaddr *from, int addrlen);
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Network Programming Examples - Group 1

-----------------------UTILITY ROUTINES-------------------

/*

 * Read "n" bytes from a descriptor.

 * Use in place of read() when fd is a stream socket.

 */

int

readn(fd, ptr, nbytes)

register int
fd;

register char
*ptr;

register int
nbytes;

{


int
nleft, nread;


nleft = nbytes;


while (nleft > 0) {



nread = read(fd, ptr, nleft);



if (nread < 0)




return(nread);

/* error, return < 0 */



else if (nread == 0)




break;


/* EOF */



nleft -= nread;



ptr   += nread;


}


return(nbytes - nleft);

/* return >= 0 */

}

----------------------------------------------

/*

 * Write "n" bytes to a descriptor.

 * Use in place of write() when fd is a stream socket.

 */

int

writen(fd, ptr, nbytes)

register int
fd;

register char
*ptr;

register int
nbytes;

{


int
nleft, nwritten;


nleft = nbytes;


while (nleft > 0) {



nwritten = write(fd, ptr, nleft);



if (nwritten <= 0)




return(nwritten);

/* error */



nleft -= nwritten;



ptr   += nwritten;


}


return(nbytes - nleft);

}

----------------------------------------------

/*

 * Read a line from a descriptor.  Read the line one byte at a time,

 * looking for the newline.  We store the newline in the buffer,

 * then follow it with a null (the same as fgets(3)).

 * We return the number of characters up to, but not including,

 * the null (the same as strlen(3)).

 */

int

readline(fd, ptr, maxlen)

register int
fd;

register char
*ptr;

register int
maxlen;

{


int
n, rc;


char
c;


for (n = 1; n < maxlen; n++) {



if ( (rc = read(fd, &c, 1)) == 1) {




*ptr++ = c;




if (c == '\n')





break;



} else if (rc == 0) {




if (n == 1)





return(0);
/* EOF, no data read */




else





break;

/* EOF, some data was read */



} else




return(-1);
/* error */


}


*ptr = 0;


return(n);

}

----------------------------------------------

/*

 * Read a stream socket one line at a time, and write each line back

 * to the sender.

 *

 * Return when the connection is terminated.

 */

#define
MAXLINE
512

str_echo(sockfd)

int
sockfd;

{


int
n;


char
line[MAXLINE];


for ( ; ; ) {



n = readline(sockfd, line, MAXLINE);



if (n == 0)




return;

/* connection terminated */



else if (n < 0)




err_dump("str_echo: readline error");



if (writen(sockfd, line, n) != n)




err_dump("str_echo: writen error");


}

}

----------------------------------------------

/*

 * Read the contents of the FILE *fp, write each line to the

 * stream socket (to the server process), then read a line back from

 * the socket and write it to the standard output.

 *

 * Return to caller when an EOF is encountered on the input file.

 */

#include
<stdio.h>

#define
MAXLINE
512

str_cli(fp, sockfd)

register FILE
*fp;

register int
sockfd;

{


int
n;


char
sendline[MAXLINE], recvline[MAXLINE + 1];


while (fgets(sendline, MAXLINE, fp) != NULL) {



n = strlen(sendline);



if (writen(sockfd, sendline, n) != n)




err_sys("str_cli: writen error on socket");



/*



 * Now read a line from the socket and write it to



 * our standard output.



 */



n = readline(sockfd, recvline, MAXLINE);



if (n < 0)




err_dump("str_cli: readline error");



recvline[n] = 0;
/* null terminate */



fputs(recvline, stdout);


}


if (ferror(fp))



err_sys("str_cli: error reading file");

}

----------------------------------------------

/*

 * Read a datagram from a connectionless socket and write it back to

 * the sender.

 *

 * We never return, as we never know when a datagram client is done.

 */

#include
<sys/types.h>

#include
<sys/socket.h>

#define
MAXMESG
2048

dg_echo(sockfd, pcli_addr, maxclilen)

int

sockfd;

struct sockaddr
*pcli_addr;
/* ptr to appropriate sockaddr_XX structure */

int

maxclilen;
/* sizeof(*pcli_addr) */

{


int
n, clilen;


char
mesg[MAXMESG];


for ( ; ; ) {



clilen = maxclilen;



n = recvfrom(sockfd, mesg, MAXMESG, 0, pcli_addr, &clilen);



if (n < 0)




err_dump("dg_echo: recvfrom error");



if (sendto(sockfd, mesg, n, 0, pcli_addr, clilen) != n)




err_dump("dg_echo: sendto error");


}

}

----------------------------------------------

/*

 * Read the contents of the FILE *fp, write each line to the

 * datagram socket, then read a line back from the datagram

 * socket and write it to the standard output.

 *

 * Return to caller when an EOF is encountered on the input file.

 */

#include
<stdio.h>

#include
<sys/types.h>

#include
<sys/socket.h>

#define
MAXLINE
512

dg_cli(fp, sockfd, pserv_addr, servlen)

FILE

*fp;

int

sockfd;

struct sockaddr
*pserv_addr;
/* ptr to appropriate sockaddr_XX structure */

int

servlen;
/* actual sizeof(*pserv_addr) */

{


int
n;


char
sendline[MAXLINE], recvline[MAXLINE + 1];


while (fgets(sendline, MAXLINE, fp) != NULL) {



n = strlen(sendline);



if (sendto(sockfd, sendline, n, 0, pserv_addr, servlen) != n)




err_dump("dg_cli: sendto error on socket");



/*



 * Now read a message from the socket and write it to



 * our standard output.



 */



n = recvfrom(sockfd, recvline, MAXLINE, 0,





(struct sockaddr *) 0, (int *) 0);



if (n < 0)




err_dump("dg_cli: recvfrom error");



recvline[n] = 0;
/* null terminate */



fputs(recvline, stdout);


}


if (ferror(fp))



err_dump("dg_cli: error reading file");

}

----------------------------------------------

/*

 * Definitions for TCP and UDP client/server programs.

 */

#include
<stdio.h>

#include
<sys/types.h>

#include
<sys/socket.h>

#include
<netinet/in.h>

#include
<arpa/inet.h>

#define
SERV_UDP_PORT
6000

#define
SERV_TCP_PORT
6000

#define
SERV_HOST_ADDR
"192.43.235.6"
/* host addr for server */

char
*pname;

--------------------TCP EXAMPLE--------------------------

/*

 * Example of server using TCP protocol.

 */

#include
"inet.h"

main(argc, argv)

int
argc;

char
*argv[];

{


int


sockfd, newsockfd, clilen, childpid;


struct sockaddr_in
cli_addr, serv_addr;


pname = argv[0];


/*


 * Open a TCP socket (an Internet stream socket).


 */


if ( (sockfd = socket(AF_INET, SOCK_STREAM, 0)) < 0)



err_dump("server: can't open stream socket");


/*


 * Bind our local address so that the client can send to us.


 */


bzero((char *) &serv_addr, sizeof(serv_addr));


serv_addr.sin_family      = AF_INET;


serv_addr.sin_addr.s_addr = htonl(INADDR_ANY);


serv_addr.sin_port        = htons(SERV_TCP_PORT);


if (bind(sockfd, (struct sockaddr *) &serv_addr, sizeof(serv_addr)) < 0)



err_dump("server: can't bind local address");


listen(sockfd, 5);


for ( ; ; ) {



/*



 * Wait for a connection from a client process.



 * This is an example of a concurrent server.



 */



clilen = sizeof(cli_addr);



newsockfd = accept(sockfd, (struct sockaddr *) &cli_addr,









     &clilen);



if (newsockfd < 0)




err_dump("server: accept error");



if ( (childpid = fork()) < 0)




err_dump("server: fork error");



else if (childpid == 0) {
/* child process */




close(sockfd);

/* close original socket */




str_echo(newsockfd);
/* process the request */




exit(0);



}



close(newsockfd);

/* parent process */


}

}

----------------------------------------------

/*

 * Example of client using TCP protocol.

 */

#include
"inet.h"

main(argc, argv)

int
argc;

char
*argv[];

{


int


sockfd;


struct sockaddr_in
serv_addr;


pname = argv[0];


/*


 * Fill in the structure "serv_addr" with the address of the


 * server that we want to connect with.


 */


bzero((char *) &serv_addr, sizeof(serv_addr));


serv_addr.sin_family      = AF_INET;


serv_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR);


serv_addr.sin_port        = htons(SERV_TCP_PORT);


/*


 * Open a TCP socket (an Internet stream socket).


 */


if ( (sockfd = socket(AF_INET, SOCK_STREAM, 0)) < 0)



err_sys("client: can't open stream socket");


/*


 * Connect to the server.


 */


if (connect(sockfd, (struct sockaddr *) &serv_addr,








sizeof(serv_addr)) < 0)



err_sys("client: can't connect to server");


str_cli(stdin, sockfd);

/* do it all */


close(sockfd);


exit(0);

}

---------------------UDP EXAMPLE-------------------------

/*

 * Example of server using UDP protocol.

 */

#include
"inet.h"

main(argc, argv)

int
argc;

char
*argv[];

{


int


sockfd;


struct sockaddr_in
serv_addr, cli_addr;


pname = argv[0];


/*


 * Open a UDP socket (an Internet datagram socket).


 */


if ( (sockfd = socket(AF_INET, SOCK_DGRAM, 0)) < 0)



err_dump("server: can't open datagram socket");


/*


 * Bind our local address so that the client can send to us.


 */


bzero((char *) &serv_addr, sizeof(serv_addr));


serv_addr.sin_family      = AF_INET;


serv_addr.sin_addr.s_addr = htonl(INADDR_ANY);


serv_addr.sin_port        = htons(SERV_UDP_PORT);


if (bind(sockfd, (struct sockaddr *) &serv_addr, sizeof(serv_addr)) < 0)



err_dump("server: can't bind local address");


dg_echo(sockfd, (struct sockaddr *) &cli_addr, sizeof(cli_addr));



/* NOTREACHED */

}

----------------------------------------------

/*

 * Example of client using UDP protocol.

 */

#include
"inet.h"

main(argc, argv)

int
argc;

char
*argv[];

{


int


sockfd;


struct sockaddr_in
cli_addr, serv_addr;


pname = argv[0];


/*


 * Fill in the structure "serv_addr" with the address of the


 * server that we want to send to.


 */


bzero((char *) &serv_addr, sizeof(serv_addr));


serv_addr.sin_family      = AF_INET;


serv_addr.sin_addr.s_addr = inet_addr(SERV_HOST_ADDR);


serv_addr.sin_port        = htons(SERV_UDP_PORT);


/*


 * Open a UDP socket (an Internet datagram socket).


 */


if ( (sockfd = socket(AF_INET, SOCK_DGRAM, 0)) < 0)



err_dump("client: can't open datagram socket");


/*


 * Bind any local address for us.


 */


bzero((char *) &cli_addr, sizeof(cli_addr));
/* zero out */


cli_addr.sin_family      = AF_INET;


cli_addr.sin_addr.s_addr = htonl(INADDR_ANY);


cli_addr.sin_port        = htons(0);


if (bind(sockfd, (struct sockaddr *) &cli_addr, sizeof(cli_addr)) < 0)



err_dump("client: can't bind local address");


dg_cli(stdin, sockfd, (struct sockaddr *) &serv_addr, sizeof(serv_addr));


close(sockfd);


exit(0);

}

-----------------------------------------------------------------

/*

 * Definitions for UNIX domain stream and datagram client/server programs.

 */

#include
<stdio.h>

#include
<sys/types.h>

#include
<sys/socket.h>

#include
<sys/un.h>

#define
UNIXSTR_PATH
"./s.unixstr"

#define
UNIXDG_PATH
"./s.unixdg"

#define
UNIXDG_TMP
"/tmp/dg.XXXXXX"

char
*pname;

----------------------------------------------

/*

 * Example of server using UNIX domain stream protocol.

 */

#include
"unix.h"

main(argc, argv)

int
argc;

char
*argv[];

{


int


sockfd, newsockfd, clilen, childpid, servlen;


struct sockaddr_un
cli_addr, serv_addr;


pname = argv[0];


/*


 * Open a socket (a UNIX domain stream socket).


 */


if ( (sockfd = socket(AF_UNIX, SOCK_STREAM, 0)) < 0)



err_dump("server: can't open stream socket");


/*


 * Bind our local address so that the client can send to us.


 */


bzero((char *) &serv_addr, sizeof(serv_addr));


serv_addr.sun_family = AF_UNIX;


strcpy(serv_addr.sun_path, UNIXSTR_PATH);


servlen = strlen(serv_addr.sun_path) + sizeof(serv_addr.sun_family);


if (bind(sockfd, (struct sockaddr *) &serv_addr, servlen) < 0)



err_dump("server: can't bind local address");


listen(sockfd, 5);


for ( ; ; ) {



/*



 * Wait for a connection from a client process.



 * This is an example of a concurrent server.



 */



clilen = sizeof(cli_addr);



newsockfd = accept(sockfd, (struct sockaddr *) &cli_addr,









     &clilen);



if (newsockfd < 0)




err_dump("server: accept error");



if ( (childpid = fork()) < 0)




err_dump("server: fork error");



else if (childpid == 0) {
/* child process */




close(sockfd);

/* close original socket */




str_echo(newsockfd);
/* process the request */




exit(0);



}



close(newsockfd);

/* parent process */


}

}

----------------------------------------------

/*

 * Example of client using UNIX domain stream protocol.

 */

#include
"unix.h"

main(argc, argv)

int
argc;

char
*argv[];

{


int


sockfd, servlen;


struct sockaddr_un
serv_addr;


pname = argv[0];


/*


 * Fill in the structure "serv_addr" with the address of the


 * server that we want to send to.


 */


bzero((char *) &serv_addr, sizeof(serv_addr));


serv_addr.sun_family = AF_UNIX;


strcpy(serv_addr.sun_path, UNIXSTR_PATH);


servlen = strlen(serv_addr.sun_path) + sizeof(serv_addr.sun_family);


/*


 * Open a socket (an UNIX domain stream socket).


 */


if ( (sockfd = socket(AF_UNIX, SOCK_STREAM, 0)) < 0)



err_sys("client: can't open stream socket");


/*


 * Connect to the server.


 */


if (connect(sockfd, (struct sockaddr *) &serv_addr, servlen) < 0)



err_sys("client: can't connect to server");


str_cli(stdin, sockfd);

/* do it all */


close(sockfd);


exit(0);

}

----------------------------------------------

/*

 * Example of server using UNIX domain datagram protocol.

 */

#include
"unix.h"

main(argc, argv)

int
argc;

char
*argv[];

{


int


sockfd, servlen;


struct sockaddr_un
serv_addr, cli_addr;


pname = argv[0];


/*


 * Open a socket (a UNIX domain datagram socket).


 */


if ( (sockfd = socket(AF_UNIX, SOCK_DGRAM, 0)) < 0)



err_dump("server: can't open datagram socket");


/*


 * Bind our local address so that the client can send to us.


 */


unlink(UNIXDG_PATH);
/* in case it was left from last time */


bzero((char *) &serv_addr, sizeof(serv_addr));


serv_addr.sun_family = AF_UNIX;


strcpy(serv_addr.sun_path, UNIXDG_PATH);


servlen = sizeof(serv_addr.sun_family) + strlen(serv_addr.sun_path);


if (bind(sockfd, (struct sockaddr *) &serv_addr, servlen) < 0)



err_dump("server: can't bind local address");


dg_echo(sockfd, (struct sockaddr *) &cli_addr, sizeof(cli_addr));



/* NOTREACHED */

}

----------------------------------------------

/*

 * Example of client using UNIX domain datagram protocol.

 */

#include
"unix.h"

main(argc, argv)

int
argc;

char
*argv[];

{


int


sockfd, clilen, servlen;


char


*mktemp();


struct sockaddr_un
cli_addr, serv_addr;


pname = argv[0];


/*


 * Fill in the structure "serv_addr" with the address of the


 * server that we want to send to.


 */


bzero((char *) &serv_addr, sizeof(serv_addr));


serv_addr.sun_family = AF_UNIX;


strcpy(serv_addr.sun_path, UNIXDG_PATH);


servlen = sizeof(serv_addr.sun_family) + strlen(serv_addr.sun_path);


/*


 * Open a socket (a UNIX domain datagram socket).


 */


if ( (sockfd = socket(AF_UNIX, SOCK_DGRAM, 0)) < 0)



err_dump("client: can't open datagram socket");


/*


 * Bind a local address for us.


 * In the UNIX domain we have to choose our own name (that


 * should be unique).  We'll use mktemp() to create a unique


 * pathname, based on our process id.


 */


bzero((char *) &cli_addr, sizeof(cli_addr));
/* zero out */


cli_addr.sun_family = AF_UNIX;


strcpy(cli_addr.sun_path, UNIXDG_TMP);


mktemp(cli_addr.sun_path);


clilen = sizeof(cli_addr.sun_family) + strlen(cli_addr.sun_path);


if (bind(sockfd, (struct sockaddr *) &cli_addr, clilen) < 0)



err_dump("client: can't bind local address");


dg_cli(stdin, sockfd, (struct sockaddr *) &serv_addr, servlen);


close(sockfd);


unlink(cli_addr.sun_path);


exit(0);

}

----------------------------------------------

/*

 * Example of getsockopt() and setsockopt().

 */

#include
<sys/types.h>

#include
<sys/socket.h>

/* for SOL_SOCKET and SO_xx values */

#include
<netinet/in.h>

/* for IPPROTO_TCP value */

#include
<netinet/tcp.h>

/* for TCP_MAXSEG value */

main()

{


int
sockfd, maxseg, sendbuff, optlen;


if ( (sockfd = socket(AF_INET, SOCK_STREAM, 0)) < 0)



err_sys("can't create socket");


/*


 * Fetch and print the TCP maximum segment size.


 */


optlen = sizeof(maxseg);


if (getsockopt(sockfd, IPPROTO_TCP, TCP_MAXSEG, (char *) &maxseg,





&optlen) < 0)



err_sys("TCP_MAXSEG getsockopt error");


printf("TCP maxseg = %d\n", maxseg);


/*


 * Set the send buffer size, then fetch it and print its value.


 */


sendbuff = 16384;
/* just some number for example purposes */


if (setsockopt(sockfd, SOL_SOCKET, SO_SNDBUF, (char *) &sendbuff,








sizeof(sendbuff)) < 0)



err_sys("SO_SNDBUF setsockopt error");


optlen = sizeof(sendbuff);


if (getsockopt(sockfd, SOL_SOCKET, SO_SNDBUF, (char *) &sendbuff,








&optlen) < 0)



err_sys("SO_SNDBUF getsockopt error");


printf("send buffer size = %d\n", sendbuff);

}

----------------Makefile------------------------------

#

MYLIB
= ../libnet.a

LIBS
=

CFLAGS
= -O

all:
tcp udp idp spp unixstr unixdg sockopt hostent

#

# Internet stream version (TCP protocol).

#

tcp:
tcpserv tcpcli

tcpcli.o tcpserv.o: inet.h

tcpserv:
tcpserv.o strecho.o



cc $(CFLAGS) -o $@ tcpserv.o strecho.o $(MYLIB) $(LIBS)

tcpcli:

tcpcli.o strcli.o



cc $(CFLAGS) -o $@ tcpcli.o strcli.o $(MYLIB) $(LIBS)

#

# Internet datagram version (UDP protocol).

#

udp:
udpserv udpcli

udpcli.o udpserv.o: inet.h

udpserv:
udpserv.o dgecho.o



cc $(CFLAGS) -o $@ udpserv.o dgecho.o $(MYLIB) $(LIBS)

udpcli:

udpcli.o dgcli.o



cc $(CFLAGS) -o $@ udpcli.o dgcli.o $(MYLIB) $(LIBS)

#

# UNIX stream version.

#

unixstr: unixstrserv unixstrcli

unixstrcli.o unixstrserv.o: unix.h

unixstrserv:
unixstrserv.o strecho.o



cc $(CFLAGS) -o $@ unixstrserv.o strecho.o $(MYLIB) $(LIBS)

unixstrcli:
unixstrcli.o strcli.o



cc $(CFLAGS) -o $@ unixstrcli.o strcli.o $(MYLIB) $(LIBS)

#

# UNIX datagram version.

#

unixdg:
unixdgserv unixdgcli

unixdgcli.o unixdgserv.o: unix.h

unixdgserv:
unixdgserv.o dgecho.o



cc $(CFLAGS) -o $@ unixdgserv.o dgecho.o $(MYLIB) $(LIBS)

unixdgcli:
unixdgcli.o dgcli.o



cc $(CFLAGS) -o $@ unixdgcli.o dgcli.o $(MYLIB) $(LIBS)

#

sockopt:
sockopt.o



cc $(CFLAGS) -o $@ sockopt.o $(MYLIB) $(LIBS)

#

hostent:
hostent.o



cc $(CFLAGS) -o $@ hostent.o $(MYLIB) $(LIBS)

#

clean:


-rm -f *.o core a.out temp*.* \



tcpserv tcpcli udpserv udpcli \



sppserv sppcli idpserv idpcli \



unixstrserv unixstrcli unixdgserv unixdgcli \



s.unixdg s.unixstr \



sockopt hostent
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Network Programming Examples -Group 2

/*(I find it impossible to comprehend why 4BSD doesn't have an open-connection-to-service-X-on-machine-Y library function, given how stereotyped and how >messy this job is)

I wrote just such a library a few years ago; lots of people have found it very useful.  Here it is again; everyone should feel free to pass it on and use it in whatever they like.  There is no separate man page, but there are comments at the start of each function, which should be adequate.

/*

** SOCKET.C

**

** Written by Steven Grimm (koreth@ebay.sun.com) on 11-26-87

** Please distribute widely, but leave my name here.

**

** Various black-box routines for socket manipulation, so you don't

** have to  remember all the structure elements.

*/

#include <sys/types.h>

#include <sys/time.h>

#include <sys/socket.h>

#include <netinet/in.h>

#include <arpa/inet.h>

#include <netdb.h>

#include <stdio.h>

#include <ctype.h>

#ifndef FD_SET          /* for 4.2BSD */

#define FD_SETSIZE      (sizeof(fd_set) * 8)

#define FD_SET(n, p) (((fd_set *) (p))->fds_bits[0] |= (1 << ((n) % 32)))

#define FD_CLR(n, p)    (((fd_set *) (p))->fds_bits[0] &= ~(1 << ((n) % 32)))

#define FD_ISSET(n, p)  (((fd_set *) (p))->fds_bits[0] & (1 << ((n) % 32)))

#define FD_ZERO(p)      bzero((char *)(p), sizeof(*(p)))

#endif

extern int errno;

/*

** serversock()

**

** Creates an internet socket, binds it to an address, and prepares it for

** subsequent accept() calls by calling listen().

**

** Input: port number desired, or 0 for a random one

** Output: file descriptor of socket, or a negative error

*/

int serversock(port)

int port;

{

        int     sock, x;

        struct  sockaddr_in server;

        sock = socket(AF_INET, SOCK_STREAM, 0);

        if (sock < 0)

                return -errno;

        bzero(&server, sizeof(server));

        server.sin_family = AF_INET;

        server.sin_addr.s_addr = INADDR_ANY;

        server.sin_port = htons(port);

        x = bind(sock, &server, sizeof(server));

        if (x < 0)

        {

                close(sock);

                return -errno;

        }

        listen(sock, 5);

        return sock;

}

/*

** portnum()

**

** Returns the internet port number for a socket.

**

** Input: file descriptor of socket

** Output: inet port number

*/

int portnum(fd)

int fd;

{

        int     length, err;

        struct  sockaddr_in address;

        length = sizeof(address);

        err = getsockname(fd, &address, &length);

        if (err < 0)

                return -errno;

        return ntohs(address.sin_port);

}

/*

** clientsock()

**

** Returns a connected client socket.

**

** Input: host name and port number to connect to

** Output: file descriptor of CONNECTED socket, or a negative error (-9999

**         if the hostname was bad).

*/

int clientsock(host, port)

char *host;

int port;

{

        int     sock;

        struct  sockaddr_in server;

        struct  hostent *hp, *gethostbyname();

        bzero(&server, sizeof(server));

        server.sin_family = AF_INET;

        server.sin_port = htons(port);

        if (isdigit(host[0]))

                server.sin_addr.s_addr = inet_addr(host);

        else

        {

                hp = gethostbyname(host);

                if (hp == NULL)

                        return -9999;

                bcopy(hp->h_addr, &server.sin_addr, hp->h_length);

        }

        sock = socket(AF_INET, SOCK_STREAM, 0);

        if (sock < 0)

                return -errno;

        if (connect(sock, &server, sizeof(server)) < 0)

        {

                close(sock);

                return -errno;

        }

        return sock;

}

/*

** readable()

**

** Poll a socket for pending input.  Returns immediately.  This is a front-end

** to waitread() below.

**

** Input: file descriptor to poll

** Output: 1 if data is available for reading

*/

readable(fd)

int fd;

{

        return(waitread(fd, 0));

}

/*

** waitread()

**

** Wait for data on a file descriptor for a little while.

**

** Input: file descriptor to watch

**        how long to wait, in seconds, before returning

** Output: 1 if data was available

**         0 if the timer expired or a signal occurred.

*/

waitread(fd, time)

int fd, time;

{

        fd_set readbits, other;

        struct timeval timer;

        int ret;

        timerclear(&timer);

        timer.tv_sec = time;

        FD_ZERO(&readbits);

        FD_ZERO(&other);

        FD_SET(fd, &readbits);

        ret = select(fd+1, &readbits, &other, &other, &timer);

        if (FD_ISSET(fd, &readbits))

                return 1;

        return 0;

}
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